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ABSTRACT

This paperpresents hardwarearchitecturefor highly ef cient in-

trusion detectionsystems. In addition, a software tool for auto-
maticallygeneratinghe hardwareis presentedintrusiondetection
for network securityis a compute-intense applicationdemand-
ing high systemperformanceBy moving boththe stringmatching
and the linking of multi-part rulesto hardware, our architecture
leavesthe hostsystemfree for higherlevel analysis.The tool au-

tomatesthe creationof ef cient Field Programmablésate Array

architecturefFPGA). The generatechardware allows an FPGA-

basedsystemto performdeep-packt inspectionof streamsat up

to 10 Gb/s line ratesat a high level of areaefciency. Going

beyond previous basicstring-matchingmplementationshat offer

only single-stringmatching,the architectureprovides supportfor

rulesrequiringcomple, linked (correlated-contentjonstructions.
This allows most Snortcontent-linkingextensionsincluding “dis-

tance'and within' boundingrestrictions.

Categoriesand Subject Descriptors
C.3[Computer SystemsOrganization]: SpecialPurposeSystems

General Terms
Algorithms, Design,Security

Keywords

String matching,network intrusiondetection

1. INTRODUCTION

Thecontinueddiscovery of programmingerrorsin network-attached

software hasdriven the introductionof increasinglypowerful and
devastatingattackg18, 19]. Attackscancausedestructiorof data,
cloggingof network links, andfuture breachesn security In order
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to prevent,or atleastmitigate,theseattacksa network administra-
tor canplacea re wall or IntrusionDetectionSystemat a network
chole-pointsuchasa compan's connectionto a trunk line (Fig-
ure 1). Therearemary stratgiesfor containinglnternetattacks,
including rewalls [1], string-basedntrusiondetection[24], and
anomalydetection[21, 15, 10]. A rewall's functionis to lter at
the headellevel; if a connectioris attemptedo a disalloved port,
suchasFTPR the connectionis refused. This catchesmary ohvi-
ousattacksput in orderto detectmoresubtleattacksan Intrusion
DetectionSystem(IDS) is utilized. The IDS differsfrom a re-
wall in thatit goesbeyondtheheaderactuallysearchinghepaclet
contentsfor variouspatternsthatimply an attackis taking place,
or thatsomedisallaved contentis beingtransferrecacrosshenet-
work. In generalanIDS searchesor a matchfrom a setof rules
that have beendesignedby a systemadministratar Theserules
includeinformationaboutthe P andTCP headerequired.and,of-
ten, a patternthat mustbe locatedin the stream. The patternsare
someinvariantsectionof theattack;this couldbeadecryptionrou-
tine within an otherwiseencryptedvorm or a pathto a scriptona
websener. CurrentlDS patterndatabaseseachinto thethousands
of patternsproviding for adif cult computationatask.A rule can
containmultiple patternsandthosepatternscanbelinkedtogether
(correlated). Correlationcanreducefalsepositives by increasing
the numberof uniqueelementshat form the attack. Correlation
alsoformsthe backboneof mary attacks.An over ow attack,for
instance areoftende ned by a large amountof databeforea null
characterBy distancdinking someinvariantpatternsuchas“user”
with thenull charactertheattackcanbedetectedy notingthatthe
null charactecomestoo mary bytesaftertheinvariant.

An exampleof aconstrainedorrelationrule follows:

alert tcp S$EXTERNALNET any ->
$HTTP.SERVERS$HTTP.PORTS

(msg:  "attackpattern”;
content: "attack";
content: "pattern”; within: 5))

In this rule, HTTP senerswithin the network are protectedon
thecommonHTTP ports(80,8080gtc). Theruleis triggeredif the
string“attack” is foundwithin  ve bytesof “pattern”.

Becausehe IDS mustinspectat the line rate of its datacon-
nection, IDS pattern matchingdemandsexceptionally high per
formance. This performancés dependenbn the ability to match
againsta large setof patternsandthusthe ability to automatically
optimize and synthesizdarge designsis vital to a functionalnet-
work securitysolution.

Snort,the open-sourcéDS [24], and Hogwash[13] have thou-
sandf content-basedules. A systembasedn theserulesetse-
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Figure l: IDS SystemAr chitecture

quiresahardwaredesignoptimizedfor thousandef rules,mary of
which requirestring matchingagainsthe entiredatasegmentof a
paclet.

Thesealgorithmsrequiresigni cant computationatesourcesTo
supportheary network loads,high performancelgorithmsarere-
quiredto preventthe IDS from becomingthe network bottleneck.
Even with the most sophisticatedalgorithms, though, sequential
microprocessebasedmplementationgannotprovide the level of
serviceavailablein acustomizedardwaredevice. In Section5 we
shaw thatthroughtheuseof asingleField Programmabl&ateAr-
ray (FPGA) device, our systemdesigntools andarchitecturesan
supportmulti-Gigabitrateswith 10000r morepatternswhile pro-
viding encodedattackidenti ers andsupportingcorrelated-content
matching. We can achieve this performanceusingautomatedie-
signstratgyiesfor creatinghardwarearchitectures.

Field Programmabl&ateArrays (FPGA) provide afabricupon
whichapplicationanbebuilt. FPGAs,in particular SRAM based
FPGAsfrom Xilinx [31] or Altera[2] arebasedbna“slices” com-
posedof look-uptables, ip- ops, andmultiplexers. Thevaluesin
thelook-uptablescanproduceany combinationalogic functional-
ity necessarythe ip- ops provide integratedstateelementsand
the SRAM-controlledroutingdirectlogic valuesinto the appropri-
ate pathsto producethe desiredarchitecture.As the gatedensity
of FGFA deviceshasincreasedthe applicationgpossibleto imple-
menthave shiftedfrom gluelogic to awide variety of solutionsfor
signalprocessingndnetwork problems As well, thedeviceshave
beendeplg/edin the eld asthe nal solution—but a solutionthat
still has e xibility if required.Becausehe device is controlledby
the stateof SRAM bits, the functionality canbe changedy sim-
ply modifying memoryvalues.This canbe useful,aslogic canbe
customizedor a particularsetof inputdata.

Recently recon gurablelogic hasbecomea very popularap-
proachfor network applicationgdueto thesecharacteristicsString
matchingfor IntrusionDetectionis particularlyinterestingareaof
FPGA designin that complicatedarchitecturesare not rewarded.
The earliestworks [14, 22] utilized statemachinesto reproduce
an NFA or DFA in hardvareratherthana setof memorytables.
In time, researchnterestshiftedto bruteforce architecturesvhich
werefoundto have high time andareaperformance.

In this work, the focusis on the back-endwork of pre-design
optimizationandvarioustechniquedo reduceredundang. These

very simple architecturesallow for ordersof magnitudeperfor
manceimprovementin termsof densityandtime performance.

It shouldbe notedthat the hardwired-styleof architecturesuti-
lized in this paperis suitablefor implementationonly on FPGA.
While an ASIC can have far higher density and frequeng than
an FPGA, the ASIC, oncefabricatedwould have a x ed pattern
database While the recon gurability of the FPGA incursa high
overheadthe ability to changethe behaior of the matchingunits
in the eld compensatefor theincreasednitial device cost.

This papelis structuredasfollows: We begin with abrief discus-
sionof thelargebodyof prior work in stringmatchingfor Intrusion
Detection.We thenpresenburwork in FPGA-basedtringmatch-
ing architecturesand the extensionsdevelopedto supportlinked
contentmatching. We extendthe standarchardwiredarchitecture
to allow for a limited amountof regular expression-typesxpres-
sions. Theseare implementedby linking togethertwo or more
individual string comparators.The extensionsallow a rule to re-
quirethematchingof variouscomponentseparatetdy aminimum
or maximumnumberof bytes. Anotherfocusis the development
of a schemefor reducingthe time requirementor recompilinga
rule le to hardware, a problemthat haslimited the applicability
of hardwiredarchitecturen practice.Final, we will presensome
resultsfrom our experiments.

1.1 Overview

Simplicity is the key in string matchingcircuit design. Fewver
componentsn the critical path allow higher clock rates. Short
critical pathsin comple statemachinesare dif cult to achieve,
and dif cult to effectively pipeline. Shift-and-comparerchitec-
tures,however, arevery well suitedto the fabricof an FPGA,and
canachieve high frequencieglueto their inherentlypipelinedna-
ture. FPGAs,in fact, are essentiallydesignedo sene asfabrics
for hardwiredshift-and-compararchitectures.Flip- ops are es-
sentiallyfreein the fabric, and byte comparisongerfectly match
the LUT structureof modernSRAM-based~-PGAs.Becausehere
is norequiremenfor astandardizethatchingunit for eachpattern,
thedesignercanshift from thediscrete-patterparadigmof [5, 12]
and approachthe designat the databasdevel. By working with
the entiredatabasethe redundang betweerpatternscanbe elim-
inated,andpatternscanbe groupedso their interconnecheedsdo
notcon ict with thatof their neighbors.

Taking advantageof our previous work in partitionedand pre-
decodedshift-and-compararchitectureg[3, 4]), we build a layer
on top to provide thelinking betweerpatternsequiredto support
thefull Snortrule de nition.

Our basicarchitecturds a pre-decodednultiple-pipelineshift-
and-comparenatcher While thisapproacttanbeconsideredbrute
force” comparedo a statemachineapproacHh5, 9, 14] or a hash-
ing approach11], thesimplicity of theunitsallows for exceptional
areaandtime performance.The basicarchitectureas described
in detail below, reducesrouting and comparatorsize by corvert-
ing incomingcharactersnto mary bit lines, eachrepresentinghe
presencef singlecharacter

By intelligently processingan entireruleset(Figure 3), our tool
partitionsa rulesetinto multiple pipelinesin orderto optimizethe
areaandtime characteristic®f the system. The rule databases

rst convertedinto agraphrepresentinghesimilarity of theruleset.
Dependingon thetool o w desiredthe graphedgesareweighted
to provide higher connectednedsetweenruleswith similar char
acters;this allows for increasedyroupingof pre xesand/orgen-
eral shared-charactegrouping, as required. The graphis parti-
tioned basedon the weightedgraph. Basedon the resultsof this
pre-processinghe systemis generatedrom templates By apply-



ing variousgraphpartitioningoperationsandtrie techniquego the
problem,the tool moreeffectively optimizeslarge rulesetascom-
paredto nave approaches.

Theobjective of supportindinked-contentulesis to move more
of the computationatesponsibilityto the FPGA, therebyreducing
the burdenon the controller Most previous approachesave fo-
cusedon the performancef thestringmatchingproblemonly, and
have ignoredthe larger problemsof systemdesign. In [32], the
authorsconsidemultiple-contentulesimplementedhrougha se-
ries of memorylookupslinked with a CAM. The authorspresent
a practicalarchitecturghatallows for the useof limited hardware
bandwidththrougha probabilisticanalysisof attackpatterns.

We hopein this paperto begin to considersomeof the rami-

cations of full systemdesignin the hardwireddesignparadigm.
Oneof the objectivesof thiswork is to provide anarchitecturehat
takesadwantagef our previous work, but builds a meta-layeron
top thatallows a morecompletelDS solution. The meta-layetre-
moves much of the burdenon the external controller for putting
togetheresultsfor morecomplex rules.

2. RELATED WORK IN HARDWARE IDS

Snort[24] andHogwash[13] arecurrentpopularoptionsfor im-
plementingintrusiondetectionin software. They areopen-source,
freetoolsthatpromiscuouslyapthenetwork andobsenre all pack-
ets. After TCP streamreassemblythe paclets are sortedaccord-
ing to variouscharacteristicaind,if necessaryare string-matched
againstrule patterns.However, the rulesare searchedn software
on a general-purposenicroprocessorThis meansthatthe IDS is
easilyoverwhelmedby periodsof high paclet rates. The only op-
tion to improve performancas to remove rulesfrom the database
or allow certainclasse®f pacletsto passthroughwithout check-
ing. Somehacler tools even take adwantageof this weaknesof
SnortandattacktheIDS itself by sendingworst-casgacletsto the
network, causingheIDS to work asslowly aspossible.If thelDS
allows pacletsto passuninspectediuringover ow, anopportunity
for the hacler is created.Clearly, this is not an effective solution
for maintainingarobustIDS.

Using someideasfrom [23], [14] implementsan FPGA design
thatdealswith two specialcharacteristicef re wall rule sets:the

re wall designehasdesigntime knowledgeof therulesto imple-
ment,andtherearelarge numberof rules.

In [20], a multi-gigabytepatternmatchingtool with full TCP/IP
network supportis described.The systemdemultiplecesa TCP/IP
streaminto several substreamsind spreadshe load over several
parallelmatchingunitsusingDeterministidrinite Automatapattern
matchers.

The NFA conceptis updatedwith predecodeéhputsin [9]. The
paperaddressethe problemof poor frequeng performanceor a
large numberof patternsa weaknes®of earlierwork. By adding
predecodedvide parallelinputsto a standardNFA implementa-
tions, excellentareaandthroughputperformances achieved.

In [12], a CAM-powered software/hardware IDS is explored.
A ContentAddressabléviemory (CAM) is usedto matchagainst
possibleattackscontainedn a paclet. The tool appliesthe brute
force techniqueusinga very powerful, parallelapproach.Instead
of matchingonecharacteper cycle, thetool usesCAM hardware
to matchthe entire patternat onceasthe datais shifted pastthe
CAM. Unfortunately though,becausematchingis donein paral-
lel acrossall rulesandacrossall charactersn onecycle, this sort
of implementatiorrequiresa greatdeal of logic. While this does
provide O(n + m) worst-caseule matchingtime, it doessoatthe
costof alargeamountof hardware. Becausef the hardwarecom-
plexity andchip limitations, the CAM approactcanonly provide

32 20-bytematchingunits onthe Xilinx Virtex XCV1000EFPGA
device [30].

A morerecentTCAM-basedapproach32] utilizesalargenum-
ber of tablesandis dependenbn having fastTCAM and SRAM
memoriesavailable to a controller Becausethe authorsassume
a 32 bit CAM word, patternsusually require a large numberof
individual lookups. However, througha probabilisticanalysisof
lookup behaior, the authorsprove that far fewer lookupsare ac-
tually requiredin practicethat might be expectedin a worst-case
scenario.This allows a minimum of hardwareresourceso be ex-
pended.

In [11], is a novel hashingmechanismutilizing Bloom lter is
discussedTheirimplementatiorof a hashing-tabléookupusinga
Bloom lter is aneffective methodto searchthousand®f strings
for matchesin a single pass. However, the Bloom lter system
canonly supportonelengthof patternper Iter subsystemWhere
otherapproachesuchasNFA, memory-base®MP, or hardwired
shift-and-compararelimited only by the sizeof device andmem-
ory provided, the Bloom Iter approachs severely limited by the
numberof memoryportsrequired.The systemcanprovide excep-
tional performancdor a single size of pattern,but real databases
causethe numberof memoryport to rise to aninfeasiblelevel on
mostmodernmemorydevices.

In[3, 6,7,8,9, 26], hardwireddesignsare developedthat pro-
vide highareaef ciency andhightime performancéoy usingrepli-
catedhardwiredcomparatorsn a pipeline structure. The hard-
wiring provides high areaef ciency, but are dif cult to recon g-
ure. Hardwiring also allows a unit to acceptmore thanone byte
per cycle, throughreplication. A bandwidthof 32 bits per cycle
can be achievzed with four hardwiredcomparatorseachwith the
samepatternoffset successiely by 8 bits, allowing the running
time to be reducedby 4x for an equivalentincreasen hardvare.
Thesedesignshave adoptedsomestratgies for reducingredun-
dang throughpre-designoptimization. The work in [7] was ex-
pandedin [6] to reducethe areaby nding identical alignments
betweenotherwiseunattachegatterns.Their preprocessingakes
adwantageof the sharedalignmentsreatedvhenpatterninstances
areshiftedby 1, 2, and 3 bytesto allow for the 32-bit per cycle
architecture.

The notion of pre-decodindhasbeenexploredin [8] and[9] in
the contt of nite automata.The useof large, pipelinedbrute-
forcecomparator$or high speedvasinitiatedin [7] andcontinued
in [25, 26]. Pre-Decodingn thecontext of brute-forcecomparators
wasdevelopedsimultaneouslyn [6], [26], andourwork [3].

Thework in [26] utilizes a lesselboratepredesigmethodology
thatis basednincrementallyaddingelementgo partitionsto min-
imize the additionof new charactergo a given partition. The use
of treesfor building ef cient regularexpressiorstatemachinesvas
initially developedin [14]. We exploredthepartitioningof patterns
in the pre-decodediomainin [3]. We utilize thesefoundational
worksandbuild automaticoptimizationtoolsontop.

3. OUR APPROACH

This researcocuseson automaticoptimizationandgeneration
of architecturegor high-performancdinked string-matching.The
tool generates basicpre-decodedahift-and-compararchitecture,
thenlayersthelinked stringmatchingstatemachinesabove theba-
sic string matchingunits. In this architecture a characterenters
the systemandis “pre-decoded’into its characteequialent. This
simply meansthat the incoming characteiis presentedo a large
arrayof AND gateswith appropriatelyinvertedinputssuchthatthe
gateoutputassertgor a particularcharacter The outputsof the
AND gatesareroutedthrougha shift-registerstructureto provide
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Figure 2: General architecture of our pipelined comparators design. Characters are corverted to single bits in the rst stageand
then fed into the pipeline, where they becomeoperandsfor the pattern comparators.

time delays. The patternmatcherareimplementecasanotherar
ray of AND gatesandtheappropriatelecodeatharacters selected
from eachtime-delayedshift-registerstage.

With our domainspeci ¢ analysisand generationtool, exten-
sive automationpartitionsa rule databasesmto multiple indepen-
dentpipelines. This allows a systemto more effectively utilize its
hardwareresourcesThe key to our performancegainsis theidea
thatcharactersharedacrosgatterngio notneedto beredundantly
comparedBy pushingall charactetevel comparisonso thebegin-
ningof thecomparatopipelines(Figure2), wereducehecharacter
matchoperatiorto theinspectionof a singlebit.

Previous approacheso string matchinghave all beencentered
arounda byte-level view of charactersRecentwork by our group
andothers[3, 9] hasutilized pre-decodedsingle-bitcharactere-
encodingsn lieu of delivering 8-bit wide datapatho every pattern
matchingunit. However, increasingthe numberof bits processed
at a singlecomparatounit increaseshe delay of thosegates.The
pre-decodingapproachmovesin the oppositedirection,to single-
bit, or unary, comparisonsWe decodeanincomingcharacteinto
a “one-hot” bit vector in which a charactemapsto a single bit.
String matchingusing single bit characterrepresentations very
time andareaefcient in termsof the comparatoiitself, andthus
worth someinvestigation. Insteadof dealingwith the pipelining,
routing,andfan-indelaysfor 8 bit ASCII charactersthe compari-
soncandealonly with precomputedbyte-equvalentbit lines. This
allows ef cient multi-byte comparisonsregular expressionspre-
X trees,and even partial matchesusing simple sum-of-products
expressions.

Having built the basicpatterncomparatorsn an efcient man-
ner, the comparatoresultscanbe combinedtogetherto form more
complec structuregsuchasregular expressionsandencodedor
useby anexternalcontroller

3.1 Partitioning

Unfortunatelywithoutsomereductionin thecharacteset,unary
representationsuffer from theinef ciency causedy thehugenum-
berof bit linesrequiredfor the 256 characte ASCII set.In a setof
long patternsutilizing every characteiin the characterspacewith

low repetition,a binary encodingsuchthe ASCII encodingwould
likely bethe mostef cient strateyy.

However, if the characteisetcanbe reducedthe numberof bit
lines can be similarly reduced. The mosttrivial example of re-
ducedsetsis DNA matching,wherethe only characterselevant
aref A, T,C,Gg, represente@sfour one-hotbits. String matching
for network securityis a moreinterestingapplicationasthousands
of real-world patternsneedto be matchedsimultaneouslyat high
throughputates.

Becauseéntrusiondetectionrequiresa mix of casesensitve and
insensitve alphabetiacharactersnumbers punctuationandhexa-
decimal-speci ecbytes,thereis aninterestingevel of compleity.
However, eachstring only containsa few dozencharactersand
thosecharactergendto repeatacrossstrings. In the entire Hog-
washdatabasethereare only about100 differentcharactersver
used. Someof thoseare caseinsensitve, or canbe madecasein-
sensitve without loss of generality This reducesthe numberto
roughly75charactersThepatternsetsarethenbrokeninto smaller
independenpieces.Generallythe optimal numberof partitionsn
is betweer? and8. Usingthe Metis partitioninglibrary to solve the
min-cutproblem[17], the patternsarepartitionedn-wayssuchthat
thenumberof repeatedharactersvithin a partitionis maximized,
while thenumberof charactersepeatedetweerpartitionsis min-
imized. The systemis then generatedcomposeddf n pipelines,
eachwith a minimumnumberof bit lines. Thevalueof n is deter
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Figure 3: Automated optimization and synthesisof partitioned
system



minedfrom empiricaltesting;we have found n=2-4 mosteffective
for rulesetsof lessthan400 patterns.Corversely for the 603 and
1000patternrulesetsthe maximumtime performances achiezed
with eightpartitions.However, asthe areaincreasesnoderatelyas
the numberof partitionsincreasesthe area-timetradeof mustbe
considered.

Our partitioning stratgyy can partition a rulesetto roughly 30
bits, or aboutthe sameamountof dataroutingasoneof the 4-byte
replicatedarchitectureg[7, 25]). However, the matchingunits are
least8x smaller(32 down to 4 bits for the designin [7]), andwe
have removedthe controllogic of a KMP-style designsuchas|[5].

Ourunarydesignutilizesa simplepipelinearchitecturdor plac-
ing the appropriatebit linesin time. Becausef the small number
of total bit lines required(generallyaround30) addingdelay reg-
istersaddslittle areato the systemdesign. Our nev designtakes
thegeneraktraight-forvardmatchingtechniqueusedn [7, 25], but
movesthe charactedecodingo the rst stagen thepipeline(asin
[9]), andreduceghe overall size of the individual comparatorsdy
one-eighthasillustratedin Figure2.

First, the patternsare partitionedinto several groupssuchthat
theminimumnumberof lettershave to bepipedthroughthecircuit;
thatis, we give eachgroup of patternsa pipeline,andgo through
variousheuristicmethodso attemptto reducethe pipelineregister
width. The effect of minimizing the numberof characterds to
reducetheinterconnecburdenin eachpartition pipeline,allowing
for bettertime performanceln theresultssectionwe shav thatthis
approachs effective.

The graphcreationstratgy is asfollows. We startwith a col-
lection of patternsrepresenteésnodesof a graph. Eachpattern
is composedf letters.Every nodewith a givenletteris connected
by an edgeto every othernodewith thatletter We formalizethis
operationasfollows:

Sk = fa:a2 Cjaappearsn kg (2)
Ve =fp:p2Tg 2)
Er = f(k;1):k;12T; k6 landSc\ S, 6 ;g 3)

A vertex V is addedto graphR for eachpatternp in theruleset
T andanedgeE is addedbetweerary vertex-patternghathave a
commoncharactein thecharacteclassC.

This producesa denselyconnectedyraph,almost40,000edges
in agraphcontaining361 vertices.Eachpipelinesuppliesdatafor
a singlegroup, asillustratedin the system-lgel schematidn Fig-
ure2. By maximizingtheedgesnternalto agroupandminimizing
edgesoutsidethe groupwhich mustbe duplicated,we reducethe
width of the pipelineregistersandimprove the usageof ary given
charactemwithin the pipeline. We utilize the METIS graphparti-
tioning library [17].

On average the partitioning stepreducesclock period by 20%.
More detailsand resultsare available in our earlierworks. Par
titioning is not the focus of this paper however. This sectionis
presenteanly to provide contet for Sectiond.1,in whichthe par
titioning is utilized for anoptimizedincrementalesignstratey to
reducethe costof hardwarerecon gurationoverheadsMore detail
aboutthe relative performanceampactof the partitioning strateyy
canbefoundin ourearlierwork [3, 4].

3.2 CorrelatedContent Layer

Oneimplementation®f linked-contentmatchinghave formed
regular expressiongrom entiredatabas¢14]. Throughthe useof
statemachinesthe architectureis sufciently genericthatit can
capturethe behaior of ary regular expression.However, by forc-
ing thehardwareto generalizeéo anunneedediegree opportunities
for extractingperformancearelost. It is generallyunnecessaryo

provide thislevel of e xibility for intrusiondetectionapplications,
especiallygiven the costof highly complex hardwiredstatema-
chines.

We consideitwo commonlyusedextensions; distance?, which
requiresa minimum numberof bytes betweentwo strings, and
“within:”, which setsa maximumnumberof bytesbetweentwo
strings.

As discusseearlier simplicity is thekey to performancen FP-
GAs. We applythisdesignparadignto thecorrelateccontentiayer
architecture The utilization of structureghatthe FPGAIis built to
implementcansign cantly improve time andarearesults. Towards
thesegoals,we utilize the inherentstrengthof counterimplemen-
tation of the Virtex style FPGAs. The fast carry logic allows a
designetto createcounterswith betterarea-timeperformancehan
apipelinedstatemachine.
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Figure 4: Architectural meta-layer to provide multi-content
rule support

By default, the resultof eachpatterncomparisonis sentinto a
large priority encoderthat providesthe externalhostwith the ap-
propriatepatternidenti er. However, correlatedcontentrulesare
not basedon a singlerule, but the sequentialdetectionof two or
morerules. Thus,thetool simply disconnectshe outputof the rst
comparatofrom the normalresultencoderlndrerouteshe match
information. Dependingonthetype of constraintequired the sys-
temsetsacounterandavalid bit. Thecounteiis linkedto compara-
tor logic to determinethe satishctionof the rule constraints.The
counterlinked comparatorgrogressiely activate (in the caseof
distanceconstraintlor deactvates(in the caseof within constraint)
thecontentmatchersieepeiin therule. Thisis illustratedin Figure
4,

ClockRate | Area
4.4ns 4590
4.3ns 4372

Databasf@ype
Web-cgiwith correlateccontent
Web-cgiwith no counters

Table 1: The Snort Web-cgidatabase:347rules requiring con-
tent seacchescomposedof a total of 420strings and 4921char-
acters. The Web-cgi databasewas chosenas it has a signi -
cant number of the “within' and “distance’ extensionsimple-
mented. The additional layer of correlation state machinesin-
signi cantly reducestime performance. Areais in logic cells.

Table 1 detailsaninterestingcomparisorin resourceutilization
andperformanceén thecorrelationayer. Theexperimentsarebased
on the Snortweb-cgidatabasewhich has347 rulesrequiringcon-
tentmatchesand420total stringsto consider



Figure5: When multiple streamsare multiplexed on the input line, it is necessanto re-sendpart of the streamto insure an attack is

not overlooked

The rst row of Table 1 gives resultsfor the full architecture,
including linked stringsanddistanceconstraints.The secondrow
removes the counter but keepsthe rules linked. The clock rate
increasedy 0.1 ns, which is insigni cant, but expected,as the
countercomparisondoesadd anotherbit to the comparator(the
comparatooperatorsareimplementedsuchthattheresultis avail-
ableattheclock edgeof thenext cycle). Themostinterestingpoint
is thatthe countersaddonly a few additionalslicesto the overall
areaconsumption. This is partly an artifact of the FPGA fabric.
The string matchingarchitecturds composednostly of Look-up
Tables(LUTs) and ip- ops thatcreatethe pipelinestructure. In
thesamplerulesetthereare73 stringsthatarelinkedto a previous
match. Becauseof this linking, thereare fewer entriesin the re-
sulttree. Thus,while addingthe countergequiressome ip- ops,
the overall designis balancedbecauseof the reducednumberof
memoryelementgequiredfor theresulttree. The counterlogic is
producedwith the remaininglogic on a slice anddoesnot require
LUTs.

3.3 Sufx Re-sending

An aspecbf IDS designthatis rarelyconsideredn FPGA-based
solutionis streamswapping.All solutionsin theliteratureassume
single string matchingengine,or, at most, several enginesin par
allel. As atrunk line mustbe ableto handlebetweenthousands
andmillions of concurrentlyactive streamsit is arequirementhat
the systemscan swap betweenstreamswithout missing possible
attacks.

As illustratedin Figure 5, an attackcan be dif cult to discern
simply by the multiplexing actionof the network itself. Moreover,
aspacletstake differentroutesto theIDS lter, or areintentionally
sentout-of-order a high e xibility in the streamhandlingof the
FPGAdevice is required.In a statemachine-basedrchitectureit
is possibleto savetheencodedstatefor thepartialmatch.However,
this requiresextensve controlanddatapatho save andrestorethe
stateasstreamsaremultiplexedinto the device.

Thereis no methodin the hardwiredshift-and-comparditera-
ture for saving state. Becausehe entire patternis matchedn one
cycle, it is impossibleto sare a partial resultwithout signi cantly
increasingheresourcausageof thedevice.

In the shift-and-compararchitecturethereis no method(such
asaresetsignal)for de ning thebeginning or endingof a segment
of a streamasin statemachine-basedystem.In anencodedsys-
tem,suchas[7], all charactecodescanrepresenavalid character
Thus, thereis no possibility of an insertingsomeseparatingele-
mentsuchasanull charactef0x00),aseventhenull characteis a
commonpatterncharacterHowever, with the pre-decodedystem,
sinceeachbit line representsa particularbyte code,anintentional
lack of ary active signalscaneffectively separatestreams.

An attackcaneasilybespreadacrossnultiple paclets.If streams
are not reorderedand sentthroughthe string matcherin the same
orderthat they will be processedy the applicationlayer, an at-
tacker caneasily passthroughthe content-matchinglefensesLet
us assumethen,that the string matchingengineis provided with
areorderedstream.If the entirestreamis accumulatedbeforeit is

processedanev problemarisesdueto the potentiallylong lateng
incurredby waiting until the entire streamhasbeenaccumulated.
In fact,in certaintypesof sessionsthis could be minutesor hours.
Waiting this long to know if anattackis in progresss clearly un-
acceptable.

In orderto reducdateng we cansendpacletsthroughthestring
matcheras a sggmentwheneer we have someminimum number
of bytesto processThis canreducdateng, but bringsup the con-
cernsof a partial matchspreadacrosstwo or more segments. To
male surethatthe attackdoesnt spreadacrossmultiple sgments
andis not detectedsufcient pastdatais rescannedo male sure
thatary cross-packt attacksarefound. By saving a sufx (equal
in distanceto the lengthof the longestpattern)of the previousin-
stanceof the streamand appendingit asa pre x of the current
instanceof the stream a streamcanbe broken up without actually
sazing hardwarestate.

— ——  —

Figure 6: The TCP/IP headersare meta-datato the matching
units and, while important to the Intrusion DetectionSystemas
awhole, are not sentto the string matching units

This techniquebringsup somequestionsaboutthe ef ciency of
re-sendinghesufx, in particularwhentherearealarge numberof
streamandasmallsegmentsize. Theendresultof theinef ciency
incurredby there-sendingf sufx escouldresultin theneedto run
thestringmatchemtsigni cantly fasteratesthantheinputstream.
However, after someanalysis,it seemshat for the averagecase
thereis little to be concerned.

The key to the analysisis the obsenation that the time savings
from not having to handlethe TCP and IP headersn the string
matchingsectionmorethanmalkesup for the costof re-sendinga
sufx of lengthequalto thelongestattackpattern.

Psize= paclet size:maximumis 64 kB, averages 402 bytes[28]
MaxPRatternSize= maximumsizeof a stringin the attackdatabase
=256

#issue= numberof pacletsissuedinto the systemfrom a single
streamatonce

Hsize= headesize:we expecta20bytelP and20byte TCPheader
to be strippedoff beforethe paclet is sentto the string matching
units= 40 bytes

We now considerthe effect of the headesstrippingandsufx re-
sending:

MaxPatternSize+ (Psize Hsize) #issue
Psize #issue

overhead= 1




Substitutingand solving for 0% overhead,or 100% ef ciency,
we nd thatthe appropriatenumberof pacletsto issueat a given
time is #issue= d6:4e = 7. As this is only 7*402=2800bytes,
even with several thousandstreamsthe total memoryis insigni -
cant. Thedelaydueto waiting for 7 pacletsto enqueuéeforethe
rst is issuedshouldbe modest. Exceptionscan be madein the
gueuingsystentor classe®f pacletsthatcannottoleratedelay

4. TOOL PERFORMANCE

After partitioning,eachpatternwithin agivenpartitionis written
out,andaVVHDL le is generatedor eachpartition.

Theworstcasegraphsizeis (n  1)(n)=2 edgedor n vertices.
Thesizeof the utilized-charactesetsarelimited in size,generally
lessthan50 andaveragebetweenl0 and20. For our analysiswe
canconsidethemconstantmakingthetime compleity of thesort
0O(n?), with a spacecomplexity of O(n?).

Thetime complity of generabraphpartitioningproblemusing
theKernighan-Linalgorithmis O(n? log n), with aspacecomplex-
ity equalto the size of the input graph. Thusthetime compleity
of thzecompleteprocessis O(n? logn) with a spacecompleity of
Oo(n“).

Becausef the large numberof patternsn currentintrusionde-
tectiondatabasefl 3, 24], creatingthe pattern-connectiographs
andsubsequentlpartitioningthegraphsis anexpensve operation,
not suitablefor runtime. representationthe Hogwash rulesetof
roughly7000stringscreatesagraphoccugying over 215MB. How-
ever, evenwith theselarge memoryrequirementsthe processo w
requiredittle time. rulesetof the Hogwashdatabas¢§13].

For the entire Hogwash databasethe systemcan generatethe
charactegraph,partition,andcreatethe nal synthesizeablepti-
mized VHDL in lessthan30 secondon a desktop-clas®entium
Il 800MHzwith 256 MB RAM. The nal VHDL les aretensof
thousand®f lineslong andoccugy up to a few megabytesof disk
space.

All of thecodecodeexceptthepartitioningtool is writtenin Perl,
aruntimelanguage While Perlprovidespowerful text processing
capabilitiesuseful for processinghe rulesets,it is not known as
a high performancdanguage. A productionversionof this tool
would not be written in a scripting language. Regardlessof the
implementation the automaticdesigntools occugy only a small
fraction of the total hardware developmenttime, asthe placeand
routeof thedesignto FPGAtakesmuchlonger Place-and-routes
theproces®f compilingthedesignto hardware,in whichfunction-
ality is placedat a particularlocationandthe variousconnections
areroutedthoughthe programmablénterconnectFor a smallde-
sign, for instancethe 361 pattern 8263charactedesigncan nish
with looseconstraintdn aboutten minutes.However, tight timing
constraintscombinedwith a 2,000 patternrulesetcantake mary
hours.A partialsolutionto this problemliesin incrementakynthe-
sis,astratey for reducinghardwaregeneratiorcoststhroughreuse
of apreviousgeneratiors placeandrouteinformation.

4.1 Optimized Incremental Design

A problemwith recentdesignsutilizing hard-wiredcomparator
modulesis in the requirementfor a full place-and-routéo male
ary change,no matterhow small, to the design. This is a time
consumingpperationpotentiallyrequiringseseralhoursfor alarge
databaseBecausef theexceptionalreaandtime ef ciency possi-
ble with the hardwireddesignparadigmthisissuehasbeenlargely
ignored.

For the situationof addinga rule, we utilize the min-cut parti-
tionedgraphproducedor theinitial design.Determiningthe opti-
mal partitionto addanew patternto is afairly trivial task,requiring

only a consideratiorof characteralreadymappedo the partition
andthesetof pre-«isting pre x es. The partitionleastmodi ed by
the addition of the new rule is determinedby comparingthe pre-
decodedits alreadywithin the partition.

We formalize this operationas follows. We de ne S, asin-
troducedin Equationl, the setof charactersequiredto represent
thenew patternp . The setdifferencebetweerthe charactergur
rently representeéh P; andthe charactershatarepresenin S,
is i. Thepartitionwhichwill requiretheadditionof theminimum
numberof new characterss the optimal partition P; . The optimal
partitionis selectedrom the setof partitionsP .

i = (Sp nPi) 4)
P
nd j suchthatj jj = mionj( i)J (5)
=
characterso addto partitionj arein (6)

ThisVHDL codedescribingthis partitionis thenregeneratedby
thetool, requiringatrivial amountof time. If thenew patternshares
a pre x with someotherpatternin the partition, the partial result
of the existing patternis mappedo the new pattern reducingnex
wiring. The removal of rulesis simply a matterof remaoving the
comparatorandthe connectiongo theresulttree. The new parti-
tion codeis sentto theincrementakynthesisand place-and-route
functionsof Xilinx ISE 6.2. Thetool only re-synthesizethe mod-
i ed modules.Becausef the previously de ned areaconstraints,
eachpipelinemoduleis independenbf the others. Thus,only the
routingin themodi ed modulerequiresplace-and-route.

In our currentimplementationye rst manuallycreatethearea
constraintson the device. Eachpartitionis generatedasan indi-
vidual module,andeachmoduleis allotedsufcient spaceon the
device. The Xilinx PACE tool estimateshow mary slicesarere-
quired,andwe nd it usefulto provide a 20% allowanceto ease
routing congestiorwithin the module. The entiredesignis synthe-
sized,placed,andouted,andthe guide les aremaintainedor the
next incrementathange.

An exampleof theareaconstraintsand nished placements il-
lustratedn Figure7 ontheVirtex Il Pro50device. Eachboxis the
manuallyde ned areaconstraint. Within eachbox arethe placed
logic elementsusedby that partition. Notice that the percentage
utilization of eachconstrainedareavaries;this canalsobe usedto
determinethe appropriatepartition to which a new patternshould
beadded.

Ourresultsshav thatfor achangeof onepatternin asinglepar
tition in systemwith p partitions(assuminghe partitionsarebal-
anced),the time for place-and-routés reducedto 1=p plus some
overheadfor reprocessinghe guide les. This overheadcan be
fairly large (approachings0% of the total PAR time). However,
without the useof incrementaplace-and-routethe systemwould
requirea completelynew place-and-routeor p times additional
time. Certainlya lowerlevel incrementalchangecontroller pos-
sibly implementedn anembeddednicroprocessocoreasin [16],
makingtherequiredchangeslirectly within a partitionwithoutre-
sortingto extensie re-processingasin [27]) would be a moreef-
fective solution.

5. SUMMARY OF RESULTS

This sectionpresentsresultsbasedon partitioning-only unary
and tree architectureggeneratechutomaticallyby our tool. The
resultsare basedon rulesetof 204, 361, 602 and 1000 patterns,
subset®f the Nikto rulesetof the Hogwashdatabas§l3].

The synthesigool is Synplicity Synplify Pro 7.2 andthe place
androutetool is Xilinx ISE 5.2.03i.Thetargetdevice is the Virtex



Figure 7: Areaconstraints and placed moduleson Virtex Il Pro 50 device (imageis cropped). Each areais one of eight partitions
mappedto the device. The Place-and-Routetool only utilizes the areawithin the box to build the pattern comparators required for
that partition. This allows a partition to be modi ed without affecting other areas.

Il ProXC2VP100with -7 speedgrade[30]. We have doneperfor
manceveri cation ontheXilinx ML-300 platform[29]. Thisboard
containsa Virtex Il Pro XC2VP7,a small device on the Virtex Il
spectrum. We have subsetof the databasdas determinedo t
onthedevice) andthey executecorrectlyatthespeedslocumented
in Table2. In our tests,input datawasstoredin an onboardRAM
andthenstreamednto thelDS architecture A commaoditynetwork
processorvould provide a reorderechetwork streamto the FPGA
in a deplo/able system,asthey supportthe high bandwidthserial
communicationpinsprovidedby Xilinx Virtex devices.

We utilized thetool setto generatarchitecturatescriptiongor
variousnumbersof partitions. Table 2 containsthe systemchar
acteristicsfor partitioning-onlyunarydesigns.As our designsare
muchmoreef cient thanothershift-and-compararchitectureshe
mostimportantcomparisonso make arebetweeri'1 Partition” (no
partitioning) and the multiple partition cases.Clearly, thereis an
optimal numberof partitionsfor eachruleset; this tendstoward
2-3 belov 400 patternsand toward 8 partitionsfor the 1000 pat-
ternruleset.Theclock speedyainedthroughpartitioningcanbe as
muchas20%,althoughthisis atthecostof increasedrea.Thetree
approachproducegreaterincreasesn clock frequeng, atalower
areacost. The 602 patternrulesetshavs the mostdramaticim-
provementsvhenusingthetreeapproachreducingareaby almost
50%in somecasesthe generaimprovements roughly 30%.

In Table2 , we seethatthe maximumsystemclock is between
200and350MHz for all designs Thesystemareaincreasessthe
numberof partitionsincreaseshut the clock frequeng reachesa
maximumat 3 and 4 partitionsfor setsunder400 rulesandat 8
partitionsfor larger rulesets. Our clock speed,for an entire sys-
tem, is in line with the fastestsingle-comparatodesignsof other
researclgroups.

In Table 2, the resultsare collectedand sentto the output by
an OR-tree. In this architecturegight matchsignalsare collected
and OR-edtogetherby two 4-inputlook-up tables. Theseblocks
of eight t the FPGA architecturewell. In this style a controller
determinesvhich patternwas matchedafterthe fact, basedon the
known delayof the pipelineanda simplelookupin thelist of pat-
ternssortedon thereverseorderingof their characters.

Anotheroption, morecommonin the eld, is to provide anen-
codingof theresults. This is between20% and 30% more expen-
sive in termsof area. We have implementeda priority encoderto
allow for equivalentcomparisondetweendesigns.Somedesigns
pre-processhe rulesetto ensurethat multiple matchescannot be

Numberof Patternsn Ruleset

204 361 602 1000 2000
Clock Period
(OR-tree) 4.18 5.18 5.33 5.41 6.6
(Encoder) 5.09 4.5 4.91 5.19 7.96
Area

(OR-tree) 800 1198 2466 4028 6260
(Encoder) 1246 1972 4017 9789 11261

Totalchars: 4518 8263 12325 19584 39278

Table 3: Partitioning-only Unary Architecture: Clock period
(ns)and area(slices)for various numbers of partitions and pat-
terns sets

active in a givenblock at ary giventime [6]. This allows the use
of a simple encoderinsteadof the priority encoderat somearea
andclock savings. We have implementeda heavily pipelinedpri-

ority encoderdesignthat doesnot causemuch reductionin time

performanceandhasa moderateareaimpact.

In Table3 we comparesingle partition (unpartitioned)OR-tree
resultswith the correspondingpriority encoderresults.

Table4 containscomparison®f our system-lgel designversus
individual comparatoftevel designsfrom other researchers.We
only compareagainstdesignsthat are architecturallysimilar to a
shift-and-compareliscretematcher thatis, whereeachpatternat
somepoint assertsan individual signal after comparingagainsta
sliding window of network data.We acknavledgethatit is impos-
sible to malke fair comparisonswithout reimplementingall other
designsWe have de ned performanceasthroughput/areagward-
ing small, fastdesigns. In this metric, architecturegproducedby
ourtoolsareexceptional.

6. CONCLUSION

This paperhasdiscussed methodologyanda tool for system-
level optimization using graph-basegartitioning and tree-based
matchingof large intrusion detectionpatterndatabasesBy opti-
mizing at a systemlevel and consideringan entire setof patterns
insteadof individual string matchingunits, our tools allow more
ef cient communicatiorand extensve reuseof hardware compo-
nentsfor dramaticincreasesn area-timeperformance.

Our architecturehandlesthe contentmatchingside of the IDS
problem,includingall correlated-contemhatchingproblems While



Numberof Patternsn Ruleset
No. Partitions 204 361 602 1000 2000
1 4.179 5.175 5.33 5.41 6.6
Clock 2 4.457 4.497 5.603 5.17 5.79
Period 3 3.863 4.798 4.556 5.6 5.2
4 3.986 4.244 5.063 5.22 5.35
8 4.174 5.193 4.602 4.93 51
1 800 1198 2466 4028 6260
2 957 1394 3117 4693 7017
Area 3 1043 1604 3607 5001 7261
4 1107 1692 4264 5285 8977
8 2007 1891 5673 6123 11021
Totalchars: 4518 8263 12325 19584 39278
Bytesperslice (max): 5.64 6.89 4,99 4.86 6.27

Table 2: Partitioning-only Unary Ar chitecture: Clock period (ns) and area (slices)for various numbers of partitions and patterns

sets
Design Bytes Device Throughput | Area/Char | Perf.
USCUnary 4518 Virtex II-Pro 100 2.07Gb/s 0.46 4.5
USCUnary 39278 | Virtex II-Pro 100 1.56Gb/s 0.56 2.79
USCUnaryw/ Encoder 4518 Virtex II-Pro 100 1.6Gb/s 0.55 291
USCUnaryw/ Encoder 39278 | Virtex II-Pro 100 1.0Gb/s 0.57 1.75
USCUnary- Tree 4518 Virtex II-Pro 100 2.00Gb/s 0.42 4.76
USCUnary- Tree 39278 | Virtex II-Pro 100 1.53Gb/s 0.31 4.94
USCUnary- 4 byte 4518 Virtex II-Pro 100 6.1Gb/s 0.72 8.4
USCUnary- 4 byte 19584 | Virtex II-Pro 100 4.5Gbl/s 0.65 6.9
USCUnary- 8 byte 4518 Virtex II-Pro 100 10.3Gb/s 2.0 5.15
USCUnary- 8 byte 8263 Virtex II-Pro 100 8.8Gbl/s 1.87 4,72
Los Alamos(FPL '03)[12] 640 VirtexE 1000 2.2Gbl/s 15.2 0.15
UCLA (FPL'02)[7] 1611 AlteraEP20k 2.88Gbl/s 10 0.29
UCLA w/ReusgFCCM'04)[6] | 19021 Spartan2000 3.2Gb/s 0.71 4.5
U/Crete(FPL'03) [25] 2457 Virtex2-6000 8 Gb/s 194 0.41
U/Crete(FCCM'04) 18032 | Virtex Il 6000[26] 9.7Gbl/s 3.56 2.72
GATech(FPL'03)[8] 17537 Virtex 1000 0.8Gbl/s 1.1 0.72
GATech(FCCM'04)[9] 17537 Virtex 2-8000 7.0Gb/s 3.1 2.23

Table 4: Performance for various approachesand databasesizes. Area/characteris in logic cells; one sliceis two logic cells), and
performance (in Gb/s/cell). Thr oughputis assumedio be constantover variations in pattern size.

addingthe correlated-conterfunctionality to the hardware signif-
icantly reduceghe computationaburdenon the host, it incursal-
mostno overheadnthe hardware.

While the hardwiredshift-and-comparapproactprovidesvery
high areaand time performancejt doesrequirecomputationally
lengthy synthesisand place-and-routsvhenthe patterndatabases
change. We addresshis problemthroughan incrementalplace-
and-routestratgy. In conclusionthe variouscompilationandde-
sign stratgiesandarchitecturesve have developedcanprovide a
powerful andeffective solutionfor IntrusionDetectionSystems.
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