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Abstract— Due to technological advances,it has becomepos-
sible to implement floating-point coreson FPGAs in an effort to
provide hardware acceleration for the myriad applications that
require high performance floating-point arithmetic. However, in
order to achieve a high clock rate, these floating-point cores
must be deeply pipelined. Due to this deep pipelining and the
complexity of floating-point arithmetic, floating-point cores use
a great deal of the FPGA’s area. It is thus important to use as
few floating-point cores in an architecture as possible.However,
the deep pipelining makes it difficult to reusethe samefloating-
point core for a series of floating-point computations that are
dependent upon one another. In this paper, we describe an
area-efficient architecture and algorithm for the evaluation of
arithmetic expressions.This design effectively hides the pipeline
latencyof the floating-point coresand usesonly onefloating-point
core for each type of operator in the expression.The design is
applicable to a wide variety of fields suchasscientific computing,
cognition, and graph theory. We analyzethe performance of this
design when implemented on a Xilinx Virtex-II Pro FPGA.

Index Terms— floating-point, arithmetic expressionevaluation

I . INTRODUCTION

Many computationallyintensive applicationsthat are good
candidatesfor hardware accelerationrequire high precision,
floating-point arithmetic. Until recently, reconfigurable
computingdevices, such as FPGAs, did not have the logic
resourcesnecessaryto implementthe multiple floating-point
coresthat would be necessaryto effectively acceleratethese
applications.However, recentadvancesin FPGA technology,
such as drastic increasesin the amount of logic resources
and the inclusion of embeddedhardware multipliers, have
madeFPGAsa viable platform for acceleratingfloating-point
applications.The emergenceof reconfigurablecomputersthat
have both generalpurposeprocessorsand FPGAs, as well
as high performanceinterconnectbetweenthem, has also
contributed to making FPGAs an attractive platform for the
accelerationof floating-pointapplications[1], [2].

1This work is supportedin part by Los AlamosNationalLaboratoryunder
contract/award number95976-001-043C and in part by the United States
NationalScienceFoundationunderawardsNo. CCR-0311823andNo. ACI-
0305763.

Nonetheless,it is still difficult to achieve high floating-point
performanceon FPGAs,dueto thecomplexity of thefloating-
point cores.Becauseof their complexity, the floating-point
coreshave very largeareas.Thus,it is desirableto useasfew
of themin a designaspossible.However, in order to achieve
a high clock frequency, the coresmust be deeplypipelined.
This deep pipelining makes it difficult to reuse the same
floating-pointcore for a seriesof floating-pointcomputations
that are dependentupon one another. Further, it is important
to maintaina high throughputso that the pipeline latency is
not a detrimentto floating-pointdesigns.Therefore,thedesign
problem is to develop algorithmsand architecturesthat can
hidethepipelinelatency anduseasfew floating-pointcoresas
possiblein a designwhile still maintaininga high throughput.

In this paper, we investigatean area-efficient solution to
the arithmeticexpressionevaluationproblem[3]. This is the
problemof computingthevalueof anexpressionthat is repre-
sentedby a treein which theleavesarenumericvaluesandthe
internalnodesareoperators.This problembecomesespecially
importantwhenusingreconfigurablecomputers,suchasthose
from SRC andCray, becausethereis limited FPGA areabut
often the best performanceincreasesare obtainedwhen as
muchcomputationaspossibleis moved to the FPGA.

One of the most important applicationsof the designwe
propose is to evaluate arithmetic expressionsin the inner
loops of scientific computingalgorithms.Large numbersof
such expressionsmust be evaluatedin molecular dynamics
simulations,for example.Suchexpressionsusually have tens
of inputs.The proposeddesigncan be usedas a component
of an FPGA-basedacceleratorfor moleculardynamics.

The proposeddesignis also applicableto other scientific
kernels,suchas vector dot product.This kernel requiresthe
accumulationof floating-pointnumbers.Suchanaccumulation
is one commoninstanceof arithmetic expressionevaluation
to which the proposed design is applicable—aninstance
in which there are only operatorsof one type. In [4], the
proposeddesign is used as part of designsfor basic linear
algebra operations.For large-scaleproblems, these kernels
have expressionswith thousandsof inputs.



In [5], we proposedan FPGA-basedarchitecturefor sparse
matrix-vectormultiplication.In thatarchitecture,accumulation
was performed using �����
	�� adders. With the arithmetic
expressionevaluationdesignproposedin this paper, we could
greatly reducethe arearequirementof the architecturein [5].

Probabilisticinferenceis anotherareathat usestree-based
computations. Probabilistic inference deals with belief
networks, which are directed acyclic graphs in which the
nodesrepresentevents and the edgesrepresentconditional
dependencies.In the Lauritzen-Spiegelhalter algorithm, a
generalnetwork is transformedinto a tree of cliques[6]. To
find the probability of events,expressionsmust be evaluated
at each node and the results propagatedup the tree. The
proposeddesigncan be usedto evaluateexpressionswithin
cliquesor the algorithmcanbe appliedto the propagationof
datatoward the root of the tree.

Besides being used for evaluation of floating-point
arithmetic, the proposed design can also be used to
solve other problems. For example, the graph theoretical
problemsof all-pairs shortest-pathand transitive closureare
fundamentalin a variety of fields, such as network routing
and distributed computing. These problems are solved by
the Floyd-Warshall algorithm, which requires comparisons
andadditions,eitherfixed- or floating-point,dependingupon
the problemdomain.It is difficult to optimize this algorithm
because of the dependenciesbetween comparisons [7].
Even in the caseof fixed-point arithmetic, the graph may
containenoughnodesto requirepipelinedcomparisons.The
proposeddesigncan provide an efficient implementationof
Floyd-Warshall algorithm on FPGAs by simply using the
pipelinedcomparatorasanotherpipelinedcore.

Thealgorithmandarchitecturefor thearithmeticexpression
evaluationproblem are most efficient for expressionswhose
expressiontrees are complete binary trees: trees in which
all the internal nodeshave degree2 and all the leaves have
the samedepth [8]. We show that if the 	 inputs to such
an expressionarrive sequentially, it is possible to evaluate
the expression with only one floating-point core of each
type used in the expressionand 
��������
	���� buffering while
still evaluatingthe expressionin 
��
	�� time. The penaltyfor
generalexpressionswhoseexpressiontreesare not complete
binary treescanbe paid in decreasedthroughputor increased
area.How greatthispenaltyis dependsuponontheexpression.

In the next section,we review relatedwork. In SectionIII,
we posethe designproblem.In SectionIV, we describethe
proposedalgorithmandarchitecturefor arithmeticexpression
evaluation and we prove its correctness.We begin the
section by presentingan architectureand algorithm for a
restrictedcaseof the problemand end the sectionby noting
some important propertiesof the proposedarchitectureand
algorithm,includinghow they canbe usedto evaluategeneral
expressions.Section V presentsanalysis of our design’s
performanceas the number of floating-point cores in the
design increasesand also comparesthe throughput-to-area
ratio and the area-latency productof the proposedalgorithm
and architectureto thoseof a designwith lower latency but

more floating-point cores.Finally, SectionVI concludesthe
work andpresentsareasfor future study.

I I . RELATED WORK

In this section,wefirst describeworksaddressingarithmetic
expressionevaluationand then describeworks using FPGAs
to acceleratefloating-pointapplications.

A. ArithmeticExpressionEvaluation

The arithmetic expression evaluation problem has been
studiedwidely in the parallel computingcommunity. Several
algorithmshave beenproposedfor variantsof the theoretical
PRAM programmingmodel in which therearemany proces-
sors, all with uniform accessto a sharedmemory (see[9],
[10], and [11], for example). Thesetechniquesemploy tree
contraction [12]. In tree contraction,a rooted,binary tree is
systematicallyreducedfrom consistingof many nodesto con-
sistingof a singlenode—theroot. The basicoperationin tree
contractionis rake. Givenanon-leafnode� , therakeoperation
removes � andits parentfrom thetreeandconnects� ’s sibling
to � ’s grandparent.Applying rake operationsin the correct
ordercontractsthe tree.Treecontractionis appliedto expres-
sionevaluationby allowing subtreesto bepartially, ratherthan
fully, evaluatedbeforenodesare replacedby the rake opera-
tion. To allow this partialevaluation,extra labelsareappliedto
the treenodesand the rake operationis augmentedto handle
the partial evaluation[12]. On parallelmachines,this method
of arithmeticexpressionevaluationrequires ���
������	���� time.

In [3], the algorithmin [9], which usesthis treecontraction
technique,is adaptedto be practical for SMP machines.The
number of processorsin an SMP machinemay be smaller
than the number required by the PRAM version of the
algorithm.The practicalSMP versionof the algorithm must,
therefore,distributethework betweenavailableprocessorsand
synchronizethe processorsduring the stepsof the algorithm.

In [13], the tree contraction technique is applied to
another model of computing, the ProcessorArrays with
ReconfigurableBus System.In this model, computationis
performedby cells connectedto a grid-shapedreconfigurable
bus system. Each cell can perform arithmetic and logical
operationsin unit time. The algorithm in [13] uses 	���	
cells of the meshto evaluatean expressionin ���
�����
	���� time,
where 	 is the numberof nodesin the tree.

[14] presents algorithms for upward and downward
accumulationfor tree structures.These algorithms use the
permutationnetwork modelof parallel computationin which
an algorithm consistsof local computationsinterleaved with
communications.Given � processorsand an 	 -node tree,
upward accumulation,which is similar to our problem,takes���������
	����! "$#&%'��#&() "+*�* time, where % is communication
latency and ( is the transfertime per unit messagesize.This
work, like thosedescribedabove, addressesaccumulationat
a much higher level of abstractionthan our work. We are
not concernedwith numberof processorsandcommunication
time so muchaswe arewith minimizing the numberof large
floating-pointcoreswhile achieving a high throughput.



B. FPGA-basedAcceleration of Floating-Point Computations

FPGAshave beenusedto provide floating-pointaccelera-
tion for many applicationareas.One such area is scientific
simulations.[15] usesa parameterizedfloating-point library
to acceleratethe SPHforce calculationof astrophysicalsimu-
lations.Using a 24-bit floating-pointformat, a throughputof
3.9 GFLOPSis achieved. [16] describesFPGA-acceleration
of Lennard-Jonesforce calculation, a common calculation
in molecular dynamics simulations.This work uses 64-bit
floating-pointarithmeticand is able to achieve a throughput
that is 41%higherthanthatof state-of-the-artgeneralpurpose
processorsperforming the samecalculations.[17] describes
FPGA-basedaccelerationof the position and velocity cal-
culations for molecular dynamicssimulations.With single-
precision floating-point arithmetic, performanceup to 5.69
GFLOPsis achieved.

Linear algebrais anotherimportantareain which FPGAs
are being usedto provide hardwareaccelerationfor floating-
point computation.[18] studiesdensematrix multiplication.It
implementsa systolicarchitectureandachievesa performance
of 8.3 GFLOPS. In [5], an architectureand algorithm for
sparsematrix-vectormultiplication areproposed.This design
providessignificantlybetterperformancethangeneralpurpose
processorsdo, especiallywhen the matrix has an irregular
sparsitystructure.[19] studiesmatrix factorizationon FPGAs
and develops the stacked matrix technique to overcome
the pipeline latency of floating-point cores. [20] studies
the performanceof FPGA-basedimplementationsof three
linear algebra kernels: vector dot product, matrix-vector
multiplication,andmatrix multiplication.For eachkernel,the
performanceof the FPGA-basedimplementationsis superior
to that of generalpurposeprocessors.Further, [20] predicts
that theperformancegapbetweenFPGAsandgeneralpurpose
processorswill widen in the future.

These related works are all targeted toward specific
applications.None presentsa methodfor generalarithmetic
expressionevaluation.Rather, they demonstrateperformance
for customdesignsandfloating-pointformatsin their particu-
lar domains.[21] doespresenta designthat is moregenerally
applicable.It proposesa specialtechniquecalledthe “delayed
addition approach”in order to remove the carry-propagation
bottleneckin arithmetic calculations.This techniqueis em-
ployed for pipelinedmultiply-accumulatedesignson FPGAs.
However, unlike our work, delayedadditionmay still lead to
pipeline stalls. Moreover, it is only applicableto additions,
while our work canbe usedfor any type of binary operator.

The work that is most related to ours is that of [22]. It
solvesthe basiccaseof the problemthat we posein the next
sectionand is reviewed in SectionIV.

I I I . PROBLEM DEFINITION

Thearithmeticexpressionevaluationproblemis to compute
the value of an expressionthat is representedby a tree in
which the leaves are numeric valuesand the internal nodes
areoperators.To begin with, we restrict the treesto complete
binary treeswith four or more inputs. Thus, a tree with ,
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Fig. 1. Onepossibleexpressionwith eight inputs

levelshas 	������ inputsandeachof the operatorsis a binary
operator. An example of such a tree is shown in Figure 1.
Becausefloating-pointcoreshave large areas,we would like
to develop an architectureand algorithm combination that
requiresas few of themaspossible.

Problem: Let � , the expressionto be evaluated,be
an expressionwhoseexpressiontree is a complete
binary tree. Let � be the set of operatorsusedin� . Let ,���� be the numberof levels in the binary
tree representationof � . 	 , the numberof inputs to
the expression,is thenequalto ��� . Assumethat the
inputs ��� , �O���!�H�H������	���� , arrive sequentially, one��� per clock cycle, suchthat �H� is the left operand
for the leftmost operatorat level 0 of the tree, �'�
is the right operandfor the leftmost operator at
level 0 of the tree, and so on, so that �  ���� is the
left operandfor the rightmost operatorat level 0
of the tree and �  �� � is the right operandof the
rightmostoperatorat level 0 of thetree.Theproblem
is to designa hazard-freearchitecturecomposedof
deeply pipelined floating-point coresand an algo-
rithm thatusesthearchitectureto computethevalue
of � appliedto 	 inputs.

This problem is trivially solved with 	���� floating-point
cores,onefor eachoperationin the expression.However, this
is a very inefficient solution.The large areasof floating-point
coresmake sucha solutionundesirableor, for large 	 , infeasi-
ble.Whentheinputsto bereducedarrive sequentially, suchan
architecturealsomakesuneconomicaluseof thefloating-point
cores.The floating-pointcoresin the architecturedo not take
new inputs on every clock cycle; rather, they are only active
periodically. For example,the first floating-pointcoreat level
0 of thetreeoperateson thefirst two inputsto arrive.Beforeit
canoperateon any moreinputs,it mustwait the 	���� cycles
it takesfor the next 	$��� inputs to arrive andenterthe other
floating-pointcoresin level 0, plustwo morecyclesfor its new
inputsto arrive.Suchinefficiency existsatall levelsof thetree.

An architecturelike thatof Figure2 is afirst stepin address-
ing this inefficiency. Insteadof multiple floating-pointcoresof
eachtype in a giventreelevel, thereis only onefloating-point
core of each type necessaryin that level, a constant-size
buffer, anda multiplexer. Insteadof 	 ��� floating-pointcores,
there are now ����¡ �)¡c�����
	���� floating-point cores and �����
	��
constant-sizebuffers. At each level of this compactedtree,
when there are two valuesin the buffer, they are read from
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Fig. 2. Completebinary treefor an expressionwith threetypesof operators
after compactionto onefloating-pointcoreof eachtype per level (+, ¿ , andÀ could be replacedby any binary operators)

the buffer and passedto the floating-pointcores.The correct
floating-point core output, as chosen by the multiplexer’s
selectionlogic, is written to thebuffer at thenext highestlevel.

While animprovementover thetrivial solution,this solution
is still inefficient.Thefloating-pointcoresat eachlevel arestill
not taking new inputs at eachclock cycle. The floating-point
coresat level 0 take new inputsevery otherclock cycle. The
floating-pointcoresat level 1 mustwait for two outputsof the
floating-point coresat level 0. So, thesefloating-point cores
only read new inputs once every four cycles. The floating-
point coresat level � only readnew inputs onceevery � ��ÁÂ�
cycles. Additionally, this architecturerequires ����¡ �)¡a�����
	����
floating-pointcores,which still may not be feasiblefor large
valuesof 	 . But, since the floating-pointcoresare not fully
utilized, we seethat with a clever architectureandalgorithm,
it is possible to evaluate the expression using a single
floating-pointcorefor eachtypeof operatorin theexpression.

The difficulty of developing such an architectureand al-
gorithm lies in the fact that floating-point coreson FPGAs
are very deeplypipelined.Partial resultsare not available in
thecycle immediatelyfollowing thestartof their computation.
Instead,they areavailable Ã stageslater, where Ã is the length
of the pipeline.If 
��
	�� storageis allowed, the inputscanbe
buffered until a partial result is ready. Once again, though,
this solutionleadsto inefficient useof thefloating-pointcores.
Additionally, stallingfor eachoperationwill drasticallyreduce
throughput.Sincewe are targeting applicationsin which the
operandswill be double-precisionfloating-pointnumbers,we
do not want to have to store many valueson the chip. We
anticipatethat expressionevaluationwill be part of a larger
applicationimplementedin hardware.So,while thereis suffi-
cient memoryon currentFPGA devices to storea substantial
numberof double-precisionfloating-pointnumbers,we would
like to use as little memory as possiblefor the expression
evaluation and leave the rest free for the other parts of the
application.Thus,we would like to use ���������
	���� buffer space.

IV. SOLUTION TO THE PROBLEM

In this section, we presentour solution to the problem
definedabove. We first describethe solution to a restricted
version of the problem in which there is only one type of
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Fig. 3. Architecturefor the basiccase(+ could be replacedby any binary
operator)

operator. We then proposea solution to the problemas it is
stated,prove its correctness,andnotesomeimportantfeatures
of the solution.

A. BasicCase

In this restrictedversion of the problem, there is only a
single type of operator in the expressionand this operator
is commutative and associative. Summinga set of numbers
is one instanceof this version of the problem. We refer to
this versionof the problem as “the basiccase.” We refer to
the completeproblem, as statedin the last section,as “the
advanced case.” A solution to the basic case is proposed
in [22] andwe review that solutionhere.

The architecturefor the basiccaseis shown in Figure3. It
hasone Ã -stagepipelinedfloating-pointcore,a counter( å ),
some control circuitry, and �����
	�� buffer levels. All of the
buffers hold three data items, except for the buffer at level
0, which only holds two data items. Note that the buffers
are FIFOs. The ��� valuesare written into buffer 0 at every
clock cycle. When there are two values in the buffer, they
are destructively read and are presentedas inputs to the
floating-point core. Two cycles later, the next two ��� values
are presentedas inputs to the floating-point core. When the
floating-pointcore hasoperatedon two valuesfrom buffer � ,
it writes the result to buffer ��#æ� .

Thealgorithmfor readingfrom andwriting to thebuffers is
given in Figure4. The sectionsof the algorithmareexecuted
in parallel every clock cycle. The notation �èçêé?ë is used to
denotethe ì leastsignificantbits of � .

[22] proves several propertiesof the algorithm and archi-
tecture.í

A singlefloating-pointcoreand 
��������
	���� buffer spaceis
sufficient for the calculation.í
The schedulefor utilizing the floating-pointcore is col-
lision free.í
The amount of buffer spacenecessarydoes not grow
without bound.í
The algorithmevaluatesthe expressionusingonly inputs
from the sameset.í
Thealgorithmproperlyevaluateseachsetof input values,
given that the operatoris associative andcommutative.í
Evaluation of an expressionwith 	 inputs takes 
��
	��
time.

Thebasiccaseis similar to theadvancedcasein thatin both
cases,architecturesandalgorithmsmustbedesignedto reduce
setsof inputs,wherethe size of eachset is a power of two,



1:
�
counter�

2: ifî floating-pointcore is first usedthen
3: C �æ�
4: else
5: C � C #æ�
6: end if
7:
�
buffers�

8: write input port to buffer 0
9: for �O�ï� to ���ð��	��ñ��� in parallel do

10: if �må��òÃñ� ç ��ÁÂ� ë ��� � �ó� then
11: write outputof floating-pointcore to buffer ��#æ�
12: end if
13: end for
14:

�
floating-pointcore�

15: for �O�ï� to ���T�
	��O�ô� in parallel do
16: if ( åõç ��Áp� ëñ��� � �ô� ) and

(buffer � hasmore than1 value) then
17: read2 valuesfrom buffer � into floating-pointcore
18: end if
19: end for
20:

�
output�

21: if outputof floating-pointcore is valid then
22: if �må��òÃñ� ç�ö ÷Hø  �ù ë �  � �ó� then
23: write output of floating-pointcore to externalmem-

ory
24: end if
25: end if

Fig. 4. Algorithm for the basiccase

to one output by way of a completebinary tree structureof
operators.The main differencebetweenthe two casesis that
whereasthe basiccasehasonly one type of binary operator,
theadvancedcaseallowsany numberof typesof binaryopera-
tors.For example,thesolutionto thebasiccasecanbeapplied
to summinga setof numbers.A solutionto theadvancedcase,
on the otherhand,canbe appliedto an expressionlike���
�H�=�ú�'�H�û�ò��� � �ò��üý���þ�������Hÿû#g������#��
�����g�������
wheretherearemultiple typesof operatorsin the expression.
Also, in the advancedcase,the binary operatorsneednot be
commutative or associative.

B. Developinga Solutionto the AdvancedCase

Suppose that we have two circuits implementing the
architecture and algorithm for the basic case, one that
performsaddition and the other that performsmultiplication.
To simplify our analysis,we make the assumptionthat the
floating-pointcoresusedin eachcircuit have thesamenumber
of pipeline stages,Ã (in Section IV-E we describewhat to
do when this is not the case).Thus, if the two floating-point
cores receive inputs at the same time, they will write to
their respective buffers at the same time. For example, if
the addition circuit receives inputs � � and � � at times � �
and � � #�� , respectively, theseinputs will enter the adderat
time � � #æ� and � � #�� � will be written to buffer 1 at time
�c�=# ��#�Ã . Similarly, if the multiplication circuit receives
inputs 	�� and 	�� at times �c� and �c�û#�� , respectively, these
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Fig. 5. Architecturefor the advancedcase( E , À , F could be replacedby
any binary operators)

inputs will enter the multiplier at time �c�û#æ� and 	��=�G	��
will be written to buffer 1 at time �c� #���#�Ã . Clearly, as
long asthe inputsarrive at the sametime, the readsfrom and
writes to the buffers in the respective circuits will happenat
thesametime; bothcircuitsarefollowing thesamealgorithm.

Now, suppose that instead of having two completely
independentcircuits, the two circuits sharebuffers.Whentwo
valuesarereadfrom buffer � , thosevaluesareusedasinput to
both floating-pointcores.The outputsof eachof the floating-
point cores,then, are ready to be written to buffer �ñ# ��Ã
stageslater. If there is someselectionfunction, H , it can be
usedto decidewhich floating-pointcore’s output is written to
buffer ��#�� . In that way, it is possibleto selectwhetherthe
result of the addition or of the multiplication shouldbe used
in the later calculations.By selectingthe appropriateresult
for eachbuffer write, any complete-binary-treeexpression �
that usesonly addition and multiplication can be evaluated.
To extend this idea to otheroperators,it is only necessaryto
sharethe buffersamongthe otheroperatorsaswell aschange
the rangeof H to include the new operators.We formalize
theseideasin the following subsections.

C. Architecture and Algorithm

The architecturefor the solution to the advanced case
is shown in Figure 5. It is similar to the architecturefor
the solution to the basic case.It has the samenumber of
buffers (FIFOs) with the samenumber of entries as there
are in the basic case. Also, like the basic case, it has a������	�� -bit counter å and a control unit. The main differences
between this architectureand that for the basic case are
that this architecturehas ������	�� ��� buffer control countersIKJLJ � �H���H��� IKJLJ ö ÷�ø  {ùL� � , andhasa selectionfunction H .

Buffer � , � � � �H���H���������
	�� �æ� , now hasa �
���õ�
	��O���a� -bit
buffer control counter,

IKJLJ � , associatedwith it. The purpose
of

IKJLJ � is to allow buffer � to decidewhich floating-point-core
output should be written to it. Essentially,

IKJLJ � counts the
numberof writes to buffer � that have occurred.For example,
consider the tree in Figure 1. There are three types of
operatorsin level 0 of the tree: � , � , and # . Eachof these
operators has a correspondingfloating-point core in the
architecturefor this expression.When data is to be written



into buffer 1, buffer 1 mustbe ableto correctlychoosewhich
floating-point core’s output should be written into it. From
the figure, one can clearly see that the first write to buffer
1 shouldbe from the multiplier, the secondwrite shouldbe
from the subtractor, and so on. Thus, when

ILJLJ �û�ï� , the
output of the multiplier core should be written to buffer 1,
when

IKJLJ � ��� , the output of the subtractorcore should be
written to buffer 1, andsoon. This mappingbetween

IKJMJ � and
the functionalunits is handledby the selectionfunction H .
H is thefunctionthatcontrolstheselectionof floating-point

core outputs to be written into a given buffer. H has two
parameters:the buffer level and the value of the buffer
control counterfor that level. The output of H is the type of
operatorwhoseoutput shouldbe written into the buffer. For
example, for the tree in Figure 1, Hþ�a� ��� � � multiplier and
H ��������� � subtractor.

The algorithm for the solution to the advanced case is
given in Figure 6. This algorithm is similar to that of the
solutionfor thebasiccase.However, it incorporatesthebuffer
control countersand the selection function. For notational
convenience,we define the value of H��
���õ��	���� to be the
floating-pointcorefor thetypeof operatorthat is at theroot of
the completebinary tree.A snapshotof the algorithm’s func-
tionality asit processesfour setsof inputsis givenin Figure7.

D. Proof of Correctness

In this subsection,we prove several lemmasand theorems
to show that the proposedalgorithm and architecturesolve
the advancedcaseof the problemthat we have defined.

Lemma1: 
��
�����
	���� buffer spaceis sufficient for the algo-
rithm andthereareno datahazardsin the architecture.
Proof: The number of buffers in the architectureproposed
for the advancedcaseis the sameas that of the architecture
for the basiccase.For all � , the scheduleof readsandwrites
to buffer � in the algorithmproposedfor the advancedcaseis
identical to that of the algorithm for the basiccase.In [22],
it is proven that 
��������
	���� buffer spaceis sufficient for the
basiccaseandthat thereareno datahazards.Thus, 
��������
	����
buffer spaceis alsosufficient for the advancedcaseandthere
areno datahazardsin the advancedcase.N

Lemma2: The partial resultsfrom different input setsare
not combinedtogetherduring computation.
Proof: Let O and � be two setsof 	 inputs. The elements
of an input setarrive at the architecturesequentially. Without
lossof generality, let the elementsof O be the first to arrive.
Sinceelementsarrive sequentially, oneper clock cycle, all of
the elementsof O arrive andenterbuffer 0 beforeany of the
elementsof � do. Thefloating-pointcoresarelinearpipelines
of the same length, Ã . Since the elementsof � enter the
floating-point coresafter the elementsof O , they must exit
the floating-pointcoresafter the elementsof O . The first two
elementsto enterbuffer � are the first two elementsto leave
buffer � . Thus, for a partial result from O to be combined
with a partial result from � , theremustbe exactly onepartial
resultfrom O andoneor morepartial resultsfrom � in buffer� , for some � . However, the numberof inputs in O is 	������

1:
�
counters�

2: if floating-pointcoresarefirst usedthen
3: C ���
4: for �O��� to ���õ�
	��O�ô� in parallel do
5:

ILJLJ � ���
6: end for
7: else
8: C � C #ï�
9: end if

10:
�
buffers�

11: write input port to buffer 0
12: for �ñ�æ� to �����
	��ñ�g� in parallel do
13: if �´å���ÃÂ� ç ��Áp� ë ��� � �ó� then
14: write output of floating-point core H��
��#ï� � IKJMJ ��ÁÂ�s�

to buffer ��#æ�
15:

ILJLJ ��Áp�û� ILJLJ ��Áp�O#ï�
16: end if
17: end for
18:

�
floating-pointcores�

19: for �ñ�æ� to ���õ��	��ñ�ó� in parallel do
20: if ( åõç ��Áp� ëO��� � �ô� ) and

(buffer � hasmore than1 value) then
21: read2 valuesfrom buffer �
22: for all PRQ�� in parallel do
23: Enter the two valuesinto floating-pointcore P
24: end for
25: end if
26: end for
27:

�
output�

28: if outputof floating-pointcoresis valid then
29: if �´å���ÃÂ� ç ö ÷�ø  {ù ë �  � �ó� then
30: write the output of floating-point core H��
���õ��	���� to

externalmemory
31: end if
32: end if

Fig. 6. Algorithm for the advancedcase

for someinteger , . So, at level � , thereare  � S ����� � � partial
results.This is an even number. The algorithm calls for the
floating-pointcoresto readtwo valuesfrom buffer � at a time.
Thus,it is impossiblefor exactly onepartial result from O to
be left in the buffer with oneor more partial resultsfrom � .
Therefore,it is not possiblefor operandsfrom multiple sets
to be combinedtogetherduring computation.N

Lemma3: The algorithm and architecture together
correctlyevaluatean expression� whoseexpressiontree is a
completebinary treewith 	������ inputs for all ,ú�ï� .
Proof: We prove this lemmainductively. First, we assumethat� has 	���� � �UT inputsandshow that the algorithm works.
Let O be the setof 	 inputswith ��� the first to arrive, �ý� the
secondto arrive, � � thethird to arrive,and � ü thelast to arrive.
When � � arrives, it is stored in buffer 0. When � � arrives,
it is also storedin buffer 0. On the next cycle, å is set to 0
and � � and � � are given as input to all of the floating-point
cores.Also, � � is written to buffer 0. On the next cycle, � ü
is written to buffer 0. On the next cycle after that ( å is 2,
so åõç � ë � � � ����� , � � and ��ü are read from the buffer and
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Fig. 7. Snapshotof the algorithmas it processesfour setsof input, [ , \ , ] , and ^ . _a`cb and de`gf . The expressionevaluatedis that which is shown in
Figure1.

given as inputs to the floating-pointcores. Ã stagesafter � �
and � � enteredthe floating-pointcores,

h å���Ãji ç � ëO��� � �ó� ,
so the output of one of the floating-point cores must be
written.

IKJLJ � = 0, so the outputof floating-pointcore H h � ���ki
is written to buffer 1. By the definition of H , this is the
correct output to be written.

IKJLJ � is incrementedto 1. Two
cycles later,

h å���Ãji ç � ë �æ� � �ô� again,so it is time to write
to buffer 1 again. Since � � and �ml were given as inputs to
the floating-point cores two cycles after �H� and �'� were,
their partial result is the output from the floating-pointcores.IKJLJ � = 1, so the output of the floating-point core H h �����mi is
written into buffer 1.

IKJLJ � is incrementedandrolls over back
to 0. Buffer 1 now hastwo inputs,so as soonas åõç � ëO�ï�!� ,
the two partial resultswill be read from buffer 1 and given
as inputs to the floating-point cores. Ã cycles after that, the
output is ready. Correspondingly,

h å��òÃji ç � ëñ� ÿ� �ó�õ�ï�!� ,
so the output of floating-point core H h�npoqh
r isi is written to
external memory. By definition, this is the output from the
correctfloating-pointcore.So, the output is correct.

For the inductive hypothesis,we assumethat the algorithm
andarchitectureproducethecorrectresultsfor

r ����� , ,�tï� ,
inputs.We now provethat,if thatis thecase,thealgorithmand
architectureproducethe correctresultsfor

r ����� Áp� inputs.
The key observation is that evaluating an expression

of
r ����� Áp� inputs is almost the same as evaluating two

consecutive expressionsof 	 ��� � �  � inputs.For
r

inputs,
anextra level of buffering is addedto thearchitectureandone
moreoperationmusttake place.Also, H and

IKJLJ � areextended
accordinglyand

IKJMJ  �� � is addedto the architecture.The first
	 inputs to arrive are operatedon in the samemanneras

they would have beenif the algorithm and architecturewere
designedfor 	 inputs.The only differenceis that insteadof
the output of floating-point core H h
nuovh 	cisi being written to
externalmemorywhen

h å��úÃji ç�ö ÷�øpw ù ëO� w � �V� , the outputof
what is now H h�npoqh 	xi �?�yi is written to buffer

npovh
r i!��� . By the
inductive hypothesis,this valueis thecorrectevaluationof the
left subtreeof theexpression.Similarly, theright subtreeof the
expressionis alsocorrectlyevaluated.Weknow from Lemma2
that the partial resultsfrom two setsof 	 inputs could not
have been combined together during the calculation. The
valuesfrom the left and right subtreehave beenwritten into
buffer

nuovh�r i���� . As soonas åTç�ö ÷�ø  {ù ëO��� ö ÷Hø  è� � ù ���)�  � ��� ,thosetwo valuesare read from buffer
npoqh
r i)��� and given

as inputs to the floating-point cores. Ã cycles later, whenh å��&Ãji ç�ö ÷�ø  {ù ëþ�  � �ï� , the output of H h
nuoqh�r izi is written to
externalmemory. By definition,this is theoutputof thecorrect
floating-pointcore.Therefore,the correctresult is produced.

Thus, the algorithm and architecture together correctly
evaluatean expression� of

r ����� inputs for all ,ú��� . N
Theorem4: The algorithm and architecturetogethersolve

the problemposedat the beginning of SectionIII.
Proof: Follows directly from Lemmas1 and3. N .

E. Propertiesof the Design

In this subsectionwe detail some important properties
of the architectureand algorithm for the advanced case.
The first of theseis that, as desired,only one floating-point
core for each type of operatorin the expressionis present
in the architecture.Each floating-point core that is in the
architectureis beingusedefficiently; eachfloating-pointcore



takes new inputs as often as possible.This is an important
propertybecause,due to their large areas,the floating-point
cores dominate the area of expressionevaluation circuits.
This propertywould not be as notableif large buffers were
necessaryor thetime complexity for theexpressionevaluation
increasedto more than the optimal, which is { h
r i since it
takesat least

r
cycles for all of the inputs to arrive.

From Lemma1, we know that only { h
nuo|h
r isi buffer space
is necessaryfor the circuit. This is a small amountof space
and leaves most of the FPGA’s on-chip memory for other
tasks implementedon the device. Despite this small buffer
size,asshown by the theorembelow, the latency remainslow.

Theorem5: The latency of the algorithm is at most} r # h Ã��ó�mi nuo|h�r iñ��� cycles.
Proof: It takes

r
cycles for all the inputs to arrive. The last

input will go through the floating-point cores
nuo|h�r i times.

It will spendat most � ��Áp� � � cycles in buffer � . So the
total latency is at most

r #&Ã npoqh
r ip#�~���� ø  {ùL� ��p�+� � � ��Áp� �ó�m�T�} r # h Ã��ó�mi nuo|h�r iñ��� cycles. N
The algorithm also achieves the highestpossiblethroughput
for inputsarriving sequentially:anoutputevery

r
cyclesonce

the floating-point-corepipelinesare full.
Anotherpropertyof the algorithmfor the advancedcaseis

that it placesno restrictionon the numberof pipeline stages
in the floating-point cores.In developing the algorithm, we
assumedthat the floating-pointcoresall hadthesamenumber
of pipelinestages.In practice,this is not always the case.To
compensate,shift registerscanbe addedto the floating-point
coreswith fewer stagesso that their pipeline latenciesmatch
that of the floating-pointcorewith the moststages.Ã will be
set to the numberof pipelinestagesof the floating-pointcore
with the longestpipeline latency. While addingshift registers
doesincreasetheareaof thearchitecture,this increasewill be
insignificantwhen comparedto the size of the floating-point
cores.Importantly, no pipelinestallsare introduced.

The algorithm also allows for the inclusion of the extra
pipelinestagesbeforeor afterthefloating-pointcores,if neces-
sary. This extra delaycanbe capturedby increasingthe value
of Ã by the numberof addedpipeline stages.For example,
if the critical path of the designis betweenthe outputof the
floating-pointcoresandtheinput to memory, anextra pipeline
stage(or morethanonestage)canbe addedto the path.It is
only necessaryto increasethe value of Ã by the numberof
addedstages.This propertyaddsscalability to the algorithm.

F. General Expressions

Thus far, we have only consideredexpressionswhose
expressiontree is a completebinary tree. Despite this, the
algorithm and architecturefor the advanced case can be
appliedto a wide varietyof generalexpressions.For example,
some expressions involve non-binary operators. As a
preprocessingstep,the expressiontreefor suchan expression
can be transformedinto a binary tree. Unary operatorscan
be consideredwith an identity operation.[12], on the other
hand, describesways to transform into binary trees those
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Fig. 8. (a) Expressiontreebeforepadding.(b) Expressiontreeafterpadding
(E representsany operation.F representsa paddinginput, G L representsthe
operationof passingthe left input to the next level)

expressiontrees in which there are nodes for associative,
commutative operatorsthat take more than two inputs.

After suchtransformations,the resultingbinary expression
treestill may not be a completebinary tree. In that case,the
input sourcecan pad the inputs to the expressionevaluation
circuit. For example,the expressiontreein Figure8(a) would
be transformedinto the expressiontree in Figure8(b). Doing
such paddingreducesthe throughput.If H is the numberof
levels in the tree and

r
is the number of inputs, then the

throughputis reducedby a factorof � I . If the binary tree is
balanced—thatis, if the heightsof the subtreesof any node
differ by only a small amount—theimpacton the throughput
of the algorithm and architectureis small. For example, for
an expressionsuch as that in Figure 8, where the subtrees
of the root node differ in height by one, the reduction in
throughputis at mosta factorof 2.

Another approach when the expression tree is not a
completebinary tree is to add more hardware. [23] proposes
a solutionfor the casein which thereis only a singletype of
operatorandtheexpressiontreemeetscertaincriteria,suchas
that the inputsto theexpressionareall at thesamelevel of the
expressiontree.The architecturein this caseis similar to that
for the basiccase,but usestwo floating-pointcores.With the
H function and

ILJLJ
counters,this methodcan be extendedto

expressionswith multiple typesof operatorswhoseexpression
graphsmeet the samecriteria. Unlike the paddingapproach,
there is no throughputpenalty to this approach.However,
this approachrequirestwice asmany floating-pointcoresand
thus occupiesroughly twice as much area as the padding
approachdoes. Moreover, the control logic and routing of
this methodis morecomplex than the paddingapproach.

G. Summary

To summarize, we have developed an algorithm and
architectureto be used to evaluate arithmetic expressions
whose expression trees are complete binary trees. The
architecturehasonly onefloating-pointcore for eachtype of
operator in the expression.The algorithm effectively hides
the pipeline latency of the deeply pipelined floating-point
coresto allow themto be reuseddespitedependenciesin the
expressions.Only { h
nuovh�r izi buffer spaceis necessary. This
allows storageto be done on-chip, rather than off, even for
largevaluesof

r
. Further, thedecisionof which floating-point

core’s output to write is distributedto eachbuffer ratherthan



centralized,reducingthe amountof global routing necessary.
Despite the small amountof storage,the designstill has a
low latency and as high a throughputas possible,regardless
of the numberof pipeline stagesin the floating-point cores.
While at its most efficient for expressionswhoseexpression
trees are complete binary trees, the design is capable of
handlingotherexpressionsaswell.

V. PERFORMANCE ANALYSIS

We first analyzethe performanceof the proposedsolution
to theadvancedcasewhen

r �KJ�T inputsandwhen
r � ��� ��T

inputs as the number of types of floating-point operators
ranges from a single type of operator to four types of
operators.We think of these operators as add, subtract,
multiply, and divide. However, becauseour goal is to study
the performanceof our designratherthanthe performanceof
individual floating-pointcores,we usethe samefloating-point
corein all cases,repeatingit asmany timesasis necessary. In
our implementation,we use a floating-point multiplier core.
For example, in the caseof four types of operators,rather
thanhaving a floating-pointadder, a floating-pointsubtractor,
a floating-point multiplier, and a floating-point divider, we
usefour floating-pointmultipliers.

The multiplier has9 pipelinestages,runsat a maximumof
195 MHz on the target FPGA,andrequires755 slicesof area
and 16 of the embedded��Lú�&��L multipliers. It takes inputs
in IEEE-standard-754double-precisionformat and uses a
round-toward-zeroroundingmode.This multiplier is sufficient
for the purposeof this illustration. Any pipelinedmultiplier,
even a fixed-pointone, could be usedwith our architecture.
If a more or a less complex multiplier is required, the
performanceof the proposeddesignwill changeaccordingly.

We coded the proposed architecture and algorithm in
VHDL. With the Xilinx Virtex-II Pro XC2VP20asour target
device, we synthesizedthe designwith Synplicity Synplify
Pro7.2andplaced-and-routedtheresultwith Xilinx PAR from
Xilinx ISE 6.2. Sincebuffer 0 is written to every clock cycle,
we implementedit as two registers.In order to avoid large
multiplexersat theinputsto thefloating-pointcores,wedid not
implementthe otherbuffers separately. Instead,we combined
theminto two embeddedRAMs, onefor the“left” inputsto the
floating-pointcoresandthe other for the “right” inputs.Also,
to simplify the addressinglogic, we allowed eachbuffer level
in theRAM to have four wordsinsteadof just three.With this
scheme,we only needto multiplex betweenthe registersof
buffer 0 andthe RAM for the otherbuffer levels.The address
logic takes careof choosingbetweenthe buffers at levels 1
through

nuovh�r iñ�ó� . We do still, however, requiremultiplexers
to selectwhich floating-pointcore’s outputshouldbe written
into the buffers. The H function is synthesizedasa ROM.

Figure 9 shows the effect on the frequency and the area
of the implementationas the numberof operatorsgoesfrom
one to four. For both input sizes,the areaincreasesroughly
linearly with the numberof typesof operators.The floating-
point coresdominatethe areausage:regardlessof the number
of operators,when

r �KJ T , theareausedby otherpartsof the
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Fig. 9. Changein frequency andareaasnumberof typesof operatorsgoes
from 1 to 4

TABLE I

THROUGHPUT-TO-AREA RATIO OF THE PROPOSED ARCHITECTURE AND

THE COMPACTED-TREE ARCHITECTURE. VALUES ARE IN THOUSAND

RESULTS PER SLICE PER SECOND (HIGHER VALUE IS BETTER).

Numberof Typesof Operators
1 2 3 4

proposed 2.65 1.48 1.00 0.71
compacted-tree 0.52 0.30 0.20 0.15

architectureis less than 360 slices and when
r � ��� ��T the

areausedby other partsof the architectureis less than 900
slices.We also note that the areafor

r � ��� ��T is not much
larger than the area for

r �òJ T . In each case,the critical
pathis in the write to the buffer RAM from the outputof the
floating-pointcores.The largestdecreasein frequency occurs
when the changeis madefrom a single type of operatorto
two typesof operators.This resultmakessensebecausein the
caseof a single type of operator, much of the control logic
is unnecessarywhereasthis control logic becomesnecessary
whenmorethanone type of operatoris present.

We now compare the implementationof the proposed
solution to an implementation of the compacted-tree
architecturewith

nuoqh
r i floating-point cores of each type,
as in Figure 2. Table I shows the throughput-to-arearatio
of eachof the architectureswhen

r �óJ�T and the number
of types of operatorsvaries from one to four. Clearly, the
proposedsolutionhasa muchhigherthroughputto arearatio;
the areausedis being usedmuch more efficiently. Table II
shows the area-latency product of the two architecturesand
algorithms. The compacted-treealgorithm requires fewer
cyclesto computea resultthantheproposeddesign.However,
the area-latency product of the compacted-treearchitecture
and algorithm is much higher than that of the proposed
architectureand algorithm. Thus, by this metric as well, the
proposedsolutionis superiorto the compacted-treeapproach.

Finally, we briefly describehow theproposedsolutioncould
beusedaspartof a kernel.In [5], we proposeanFPGA-based
architecturefor sparsematrix-vectormultiplication. In the ar-
chitecture,the compacted-treearchitecturewith floating-point
addersis used to accumulateintermediateresults.The per-
formanceof the architectureis evaluatedusingvarioussparse
matricesfrom the scientific computingcommunity, with the
Xilinx Virtex-II ProXC2VP70asthe targetdevice.Compared
with a highly optimized program for sparsematrix-vector
multiply on an Itanium 2 system,the architectureachieves
1.1X to 30X speedupdependinguponthesparsitystructureof
the matrix. With the algorithm and architectureproposedin



TABLE II

AREA-LATENCY PRODUCT OF THE PROPOSED ARCHITECTURE AND THE

COMPACTED-TREE ARCHITECTURE. VALUES ARE IN SLICES
Àõô

S PER

RESULT (LOWER VALUE IS BETTER).

Numberof Typesof Operators
1 2 3 4

proposed 1001 1800 2655 3721
compacted-tree 3713 6391 9563 12863

this paper, we can further reducethe arearequirementof the
architecturein [5], makingit possibleto handlelargermatrices
andusea smallerFPGA to achieve the sameperformance.

VI . CONCLUSION

In this paper, we have presented an algorithm and
architecture that facilitate the area-efficient evaluation of
arithmetic expressionsusing deeply pipelined floating-point
cores.We have demonstratedthe correctnessof the algorithm
and that the performanceachieved is far superior to that
of other techniques.Beyond areaefficiency, this designhas
severalbenefits,includinghigh throughputanda low memory
spacerequirement.Becauseit only needsto receive oneinput
per clock cycle, it alsohasa low I/O bandwidthrequirement.

In the future, we will pursuethe useof the algorithm and
architectureas part of the accelerationof large floating-point
applicationkernels.For example,we would like to apply the
algorithm and architectureto the implementationof several
tasksfrom the field of moleculardynamics.

We also plan to develop better methods for handling
expressionsin which the expressiontree is not balanced.In
this case, padding would lead to unacceptablethroughput
losses.We will investigatethe use of an increasedamount
of hardware to handle such cases.We will also investigate
changing the algorithm to account for “skinny” trees. We
would also like to pursuethe improvementof the design’s
performancefor a large number of inputs and many types
of operators.The achievable frequency degrades because
the H function becomesmore complex as the number of
operatorsandthenumberof inputsgo up. We will studymore
efficient ways of implementingthe H function in hardware
and pipelining its evaluation.In pipelining its evaluation,we
make useof the fact that we can add extra pipelining stages
after the floating-pointcoreswithout changingthe algorithm.

Theseare just someof the many opportunitiesfor future
researchthat are facilitated by the proposeddesign. There
are many othersin many different fields, including scientific
computing,cognition,andgraphtheory.
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