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Abstract—Recently, high-end reconfigurable computing systems that employ Field-Programmable Gate Arrays (FPGAs) as hardware
accelerators for general-purpose processors have been built. These systems provide new opportunities for high-performance
computing. However, the coexistence of the processors and the FPGAs in them also poses new challenges to application developers.
In this paper, we build a design model for hybrid designs, that is, designs that utilize both the processors and the FPGAs for
computations. The model characterizes a reconfigurable computing system using various parameters, including the floating-point
computing power of the processors and the FPGAs, the number of nodes, the size of multiple levels of memory, the memory
bandwidth, and the network bandwidth. Based on the model, we propose a design methodology for hardware/software codesign. The
methodology partitions workload between the processors and the FPGAs, maintains load balance in the system, and realizes
scalability over multiple nodes. Designs are proposed for several computationally intensive applications: matrix multiplication, matrix
factorization, and the Floyd-Warshall algorithm for the all-pairs shortest-paths problem. To illustrate our ideas, the proposed hybrid
designs are implemented on a Cray XD1. Each node of XD1 contains AMD 2.2-GHz Opteron processors and a Xilinx Virtex-1l Pro
FPGA. Experimental results show that our designs utilize both the processors and the FPGAs efficiently and overlap most of the data
transfer overheads and network communication costs with the computations. Our designs achieve up to 90 percent of the total
performance of the nodes and 90 percent of the performance predicted by the design model. In addition, our designs scale over a large
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number of nodes.

Index Terms—Reconfigurable hardware, computations on matrices, parallel algorithms.

1 INTRODUCTION

FIELD-PROGRAMMABLE Gate Arrays (FPGAs) are a form of
reconfigurable hardware. They offer the design flexibility
of software but with time performance closer to Application-
Specific Integrated Circuits (ASICs). Due to their low
computing densities, early FPGAs were mainly used for
applications that are not computationally demanding. How-
ever, with rapid advances in technology, current FPGA
devices contain much more resources than their predeces-
sors. For example, a Xilinx Virtex-5 FPGA contains millions of
gates, several megabytes of on-chip memory, aswell asalarge
number of hardware primitives such as DSP slices [1]. Thus,
FPGAs have been used to accelerate applications in scientific
computing [2], scientific simulation [3], image processing [4],
and data encryption [5]. Many efforts have also been made to
simplify the design flow [6], reduce power consumption [7],
and enable runtime reconfiguration [8].

With these trends, high-end reconfigurable computing
systems that employ FPGAs as application-specific accel-
erators have been built. Such systems include SRC 6 and 7 [9],
Cray XD1 and XT3/XT4 [10], SGI RASC [11], among others.
These systems contain multiple nodes that are connected
through an interconnect network. Each node contains both
FPGAs and general-purpose processors.
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Reconfigurable computing systems provide multiple
levels of parallelism. Coarse-grain parallelism can be em-
ployed on multiple nodes, while fine-grain parallelism can be
exploited on the FPGAs. Moreover, within each node, the
processors and the FPGAs can collaborate to compute
the tasks assigned to the node. With both the FPGAs and
the processors, these systems promise to achieve high-
performance applications in various areas, such as scientific
computing, bioengineering, and medical imaging.

However, to utilize effectively reconfigurable computing
systems, certain design challenges have to be addressed.
One challenge is the workload partition between hardware
(FPGA accelerators) and software (programs executed on
the processors) within each node. An efficient partitioning
technique should consider not only the computing power of
the processor and the FPGA but also the data transfer time
and the coordination cost between them. Another design
challenge is the scalability over multiple nodes. In parti-
cular, when data are exchanged between two nodes, the
workload partition within each node should be adjusted so
that the network communication costs are overlapped with
the computations.

In this paper, we build a design model based on the
architectures of existing reconfigurable computing systems.
The model provides various design parameters to analyze
a system, including the floating-point computing power of
both the processor and the FPGA, the number of nodes,
the size of multiple levels of memory, the memory
bandwidth, and the network bandwidth. A design meth-
odology is then presented for proposing hybrid designs
that utilize both the processors and the FPGAs in the
system for computations. This methodology not only
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performs hardware/software codesign but also maintains
load balancing in the system. As far as we know, such
model and methodology have not been investigated
thoroughly in previous research.

In our work, we study several sample applications:
matrix multiplication, block LU decomposition for matrix
factorization, and the block Floyd-Warshall algorithm [12]
for all-pairs shortest-paths problem. These applications are
used extensively in scientific computing and are computa-
tionally intensive and suitable for hardware acceleration.

For each application, we first identify its various tasks.
Based on the inherent attributes of the tasks as well as the
system parameters, workload partition between the hard-
ware and the software is performed. The partition is further
optimized by overlapping the computations with the data
transfer and network communications. Within each node,
the computations on the FPGAs and processors are
coordinated so that data hazards and memory access
conflicts are avoided. The load among multiple nodes is
balanced so that none becomes a performance bottleneck.

The tasks in matrix multiplication are block multi-
plications, which are allocated to the nodes and partitioned
between the processors and the FPGAs. For block LU
decomposition, only one type of task is suitable for
partitioning and is executed on both the processors and
the FPGAs. The other types of tasks run on the processor of
one node only. None of the tasks of block Floyd-Warshall is
partitioned between the hardware and the software.
Instead, a task is assigned entirely either to the processors
or to the FPGA:s.

When there are a large number of nodes in the system,
they are arranged into multiple groups. Distributed algo-
rithms are proposed, which regard each group as a single
node. The workload partition within a group is then
modified to overlap the communications among the groups
with the computations. A design for matrix multiplication
that scales over a large number of nodes is described as an
example.

To illustrate our ideas, we implemented our designs on
Cray XD1, a state-of-the-art reconfigurable computing
system. In our implementations, one 2.2-GHz AMD
Opteron processor and one Xilinx XC2VP50 FPGA in
each node were used. Multiple nodes communicate using
Message Passing Interface (MPI) [13]. On the FPGAs, we
employed existing FPGA-based designs and our own IEEE
754-compliant double-precision floating-point units [14].
Our design tools included the Xilinx ISE 7.1i and Mentor
Graphics ModelSim 5.7 [1], [15]. On the processors, we
executed the routines in the AMD Core Math Library
(ACML) [16], which are optimized for AMD processor
family. Two baseline designs were also implemented: the
“FPGA-only design” used the FPGAs in the nodes only,
while the “Processor-only design” employed only the
processors.

Using six nodes in one chassis of XD1, our hybrid
design achieves 22 GFLOPS for matrix multiplication. For
block LU decomposition and block Floyd-Warshall, our
designs achieve 20 GFLOPS and 6.6 GFLOPS, respectively.
The speedups achieved over the baseline designs vary
with the applications. In particular, our design for block
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Floyd-Warshall achieves 5.8 speedup over the Processor-
only design, while the other two designs achieve
2 speedup over the FPGA-only design. Experimental
results also show that our designs achieve up to 90 percent
of the total performance of the nodes and more than
85 percent of the performance predicted by the design
model. In addition, the performance of our designs
increases when either the computing power of the nodes
or the number of nodes increases. In particular, when there
are 12 chassis in XD1, a performance of 232.5 GFLOPS can
be achieved by our design for matrix multiplication.

The rest of this paper is organized as follows: Section 2
introduces the background and the related work. Section 3
discusses representative systems and architectural details of
state-of-the-art reconfigurable computing systems. Section 4
presents our design model and design methodology.
Section 5 proposes our designs for the sample applications.
Section 6 presents and analyzes the performance of our
designs. Section 7 discusses scalable designs across a large
number of nodes. Section 8 concludes this paper.

2 BACKGROUND AND RELATED WORK

2.1 Scientific Computing on FPGAs

FPGAs provide a hardware fabric upon which applications
can be programmed. FPGAs are based on lookup tables,
flip-flops, and multiplexers. An FPGA device consists of
tens of thousands of logic blocks (a cluster of slices), whose
functionality is determined by programmable configuration
bits. These logic blocks are connected using a set of routing
resources that are also programmable. Thus, mapping a
design to an FPGA consists of determining the functions to
be computed by the logic blocks and using the configurable
routing resources to connect the blocks.

Many researchers have studied the impact of the
increasing computing power of current FPGAs. In [17],
we proposed a design for floating-point dense matrix
multiplication. In [18], a block matrix multiplication
algorithm is discussed for large n, and a floating-point
Multiplier and ACcumulator (MAC) is implemented. These
designs achieve higher performance than general-purpose
processor-based systems. In [19] and [20], FPGA-based
designs for floating-point sparse matrix-vector multiplica-
tion are proposed and achieve high speedup over the
general-purpose processors. In [2], FPGA-based implemen-
tations of Basic Linear Algebra Subprograms (BLAS)
operations are discussed. The potential capacity of the
FPGAs in performing BLAS operations is also examined. In
[21], a solution for the all-pairs shortest-paths problem is
implemented on one node of Cray XD1. El-Kurdi et al.
proposed an FPGA-based striping method for sparse
matrix-vector multiplication for the iterative solvers of
large, sparse systems of equations arising from Finite-
Element Method (FEM) applications [22], [23]. In all the
designs mentioned above, only the computing power of the
FPGA:s is utilized. In this paper, we aim to exploit the computing
power of both the FPGAs and the processors in reconfigurable
computing systems.
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Fig. 1. Hardware architecture of Cray XD1.

2.2 Models for Reconfigurable Computing Systems

In [24], the authors proposed a performance model for
molecular dynamics on reconfigurable computing systems.
They executed the most intensive task in a molecular
dynamics simulation system on the FPGAs and the rest on
the general-purpose processors. They then modeled the
performance of several alternatives for the tasks mapped to
the FPGA. In [25], an FPGA-based design for the Conjugate
Gradient iterative method is developed using a high-level
language (HLL)-to-hardware description language (HDL)
compiler on an SRC 6. We proposed a simple method for
partitioning matrix multiplication and block LU decomposi-
tion in [26]. In contrast to these results, in this paper, we
propose a generic design model that can be applied to a class
of applications. In addition, our model not only considers the
computing power of the processor and the FPGA but also the
data transfer time and the network communication costs.

Various programming models have been proposed for
reconfigurable computing systems. The work in [27] starts
from high-level representation and provides methods to
explore hardware/software trade-offs based on profiling of
the source code. C code is automatically derived with
certain kernels tagged for FPGA implementations. In [28], a
unified programming model is presented for specifying
application threads from a single application program. The
threads are either compiled to run on the processor or
synthesized to run on the FPGA. These efforts focus on
facilitating the programming and compilation on a single
node. On the other hand, our work focuses on the effective
utilization of both the processor and the FPGA within
multiple nodes.

3 RECONFIGURABLE COMPUTING SYSTEMS

3.1 Representative Systems
Many reconfigurable computing systems are available.
These include SRC reconfigurable computers, Cray reconfi-
gurable systems, and SGI RASC.

3.1.1 SRC Reconfigurable Computers [9]

In SRC reconfigurable computers, the basic architectural
unit, MAPstation, contains one Intel microprocessor and
one reconfigurable logic resource called the MAP processor.
In SRC 7, each MAP processor consists of two Altera FPGAs
and one FPGA-based controller. The Altera FPGAs have
access to eight banks of onboard (SRAM) memory of a total
size of 64 Mbytes. The SRAM memory bandwidth is
19.2 Gbyte/s. The FPGA controller facilitates communica-
tion and memory sharing between the processor and the
FPGAs. The bandwidth between the FPGAs and the
processor is 14.4 Ghyte/s. Multiple MAPstations can be
connected by Ethernet to form a cluster.

3.1.2 Cray Reconfigurable Systems [10]

The basic architectural unit of Cray XD1 is a compute
blade, which contains two AMD Opteron processors and
one Xilinx Virtex-1l Pro FPGA. Each FPGA has access to
four banks of QDR Il SRAM. The total SRAM bandwidth
available to each FPGA is 12.8 Gbyte/s. Through Cray’s
RapidArray processors, the FPGA can access the DRAM of
the processors at a bandwidth of 2.8 Gbyte/s. Six compute
blades fit into one chassis, and multiple chassis can be
connected to form larger systems. The hardware architec-
ture of XD1 is shown in Fig. 1. The “RT” between
RapidArray Processor and the FPGA refers to the
RapidArray Transport links designed by Cray.

The recently introduced supercomputers of Cray, XT3,
and XT4, also support reconfigurable computing by incor-
porating FPGA modules from DRC [29]. Each DRC module
contains a Virtex-4 FPGA and SRAM memory of up to
64 Mbytes. The module has access to adjacent Opteron
processors and DRAM memory at a bandwidth of up to
6.4 Gbyte/s.

3.1.3 SGI RASC

SGI has proposed Reconfigurable Application Specific
Computing (RASC) technology, which provides hardware
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TABLE 1
Characteristics of Memory for a Single FPGA

acceleration to SGI Altix servers [11]. In an SGI RASC
RC1000 blade, there are two Xilinx Virtex-4 FPGAs. The
FPGAs are connected to an 80-Gbyte SRAM memory at a
bandwidth of 3.2 Gbyte/s. Each blade is directly connected
to the shared global memory in the system through the SGI
NUMAIink4 interconnect, at a bandwidth of 6.4 Gbyte/s.

3.2 Memory Hierarchy

Inside each node, the FPGA has access to multiple levels of
memory that have various storage capacities and band-
widths. The first level is the on-chip memory of the FPGA,
usually Block RAMs (BRAMs). BRAMs are embedded
hardware primitives on FPGA fabrics. In a large state-of-
the-art device, the aggregate memory bandwidth of BRAMs
is over 100 Gbyte/s, while the total size is usually less than
10 Mbits.

The second level of memory is off-chip but onboard
memory, which is usually SRAM. To access this memory,
the FPGA-based designs must incorporate certain memory
controllers. The storage capacity of the SRAM memory is
much larger than that of the BRAM memory, while its
bandwidth to FPGA is much lower. The FPGA also has
access to the main memory of the general-purpose
processor, which is usually DRAM memory and is in the
range of gigabytes. The bandwidth between the DRAM and
the FPGA is usually less than 10 Gbyte/s.

These various levels of memory together form a memory
hierarchy. We refer to the BRAM memory as Level A, the
SRAM as Level B, and the DRAM as Level C. The typical
values of memory size and memory bandwidth are shown
in Table 1.

The memory hierarchy in the reconfigurable computing
systems is quite similar to that in the general-purpose
processor systems. However, the bandwidth of the first
memory level in reconfigurable computing systems is
much higher. This permits high computational parallelism
and 170 parallelism in such systems. Second, an applica-
tion executed on a general-purpose processor usually has
no control over the content in the cache. In contrast, FPGA-
based designs in the reconfigurable computing systems
initiate read and write operations to all the levels of
memory and can thus utilize the memory more efficiently.
The third difference is that in reconfigurable computing
systems, the FPGASs can directly access Level C memory
without going through Level B memory.

3.3 Overall System Architecture

Each reconfigurable computing system provides its own
interconnect scheme among the nodes. However, the
overall system architecture is similar. In many of these
systems, a network hierarchy exists: multiple nodes are
connected closely to form a group; multiple groups are

further connected to form a larger system. For example, an
XD1 may contain up to 576 nodes, which are grouped into
48 chassis. When there are fewer than 12 chassis, they are
connected in a fully connected mesh. Otherwise, a fat tree

network structure is used to connect multiple chassis.
We call the network inside a group the “lower

hierarchy,” and the network among the groups the “upper
hierarchy.” The overall architecture of these systems is
shown in Fig. 2. The proposed design methodology can be
applied to both hierarchies. In Section 5, hybrid designs
within a group are proposed. In Section 7, parallel
algorithms over multiple groups are proposed with each
group regarded as a single node.

4 HvYBRID DESIGNS FOR RECONFIGURABLE
COMPUTING SYSTEMS

4.1 Design Methodology

We propose a design methodology for hybrid designs on
reconfigurable computing systems. Our model targets
computationally intensive applications that are suitable

for hardware acceleration, such as matrix computations.
Our methodology has the following steps:

1. Identify various tasks in an application. The compu-
tational complexity of the tasks and the dependen-
cies among them are then analyzed.

2. Characterize the hardware resources and the com-
puting capacity of a given system using various
parameters.

3. Perform hardware/software partitioning based on
the system parameters and the attributes (computa-
tional complexity, data dependencies, and so forth)
of the tasks.

_—_ Lower Hierarchy

/| Node Node Node Node - .
{ | / A
L ‘ I I ) Group )

Interconnect )/

Group

Upper  {
Hierarchy . -

Fig. 2. Overall architecture of reconfigurable computing systems.
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