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Abstract

Exact inference is a key problem in exploring proba-
bilistic graphical models, where the computational com-
plexity varies dramatically as the parameters of the
graphical models changes. To achieve scalability over
hundreds of threads remains a fundamental challenge.
In this paper, we design an e cient scheduler hosted
by the CPU to allocate cliques in junction trees to the
GPGPU at run time. The scheduler can merge multiple
small cliques or split large cliques dynamically so as to
maximize the utilization of the GPGPU resources. We
propose a con ict free potential table organization and
an optimal data layout for coalescing memory access.
In addition, we develop a double bu ering based asyn-
chronous data transfer between the CPU and GPGPU
to overlap the clique processing on the GPGPU with
the data transfer and scheduling. Our implementation
of the proposed method on GPGPU platforms achieved
30 speedup compared with state-of-the-art multicore
processors, and it sustains 70% of the theoretical upper
bound of the GPGPU throughput.

1. INTRODUCTION

Many real-world systems can be modeled using full
joint probability distribution of a set of random vari-
ables. However, such a distribution increases dramat-
ically with the number of variables. It is known that
independence and conditional independence relation-
ships can greatly reduce the size of the joint probabil-
ity distributions. This property is utilized by Bayesian
networks [5], which have been used in arti cial intel-
ligence since the 1960s. They have found applications
in a number of domains, including medical diagnosis,
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consumer help desks, pattern recognition, credit assess-
ment, data mining and genetics [11][12].

Given a set of variables callecevidenceas the knowl-
edge to a Bayesian network, the computation of the
conditional probability of other variables is called In-
ference Inference in a Bayesian network can beex-
act or approximate. Exact inference is NP hard [10].
The most popular exact inference algorithm proposed
by Lauritzen and Speigelhalter [5] converts a Bayesian
network into a junction tree, then performs exact in-
ference in the junction tree. The complexity of exact
inference increases dramatically with the density of the
network, the width of the cliques and the number of
states of the random variables. In many cases exact
inference must be performed in real time. Thus, paral-
lel techniques must be developed.

General-purpose computing on Graphics Process-
ing Units (GPGPU) is optimized for handling large
data sets with high parallelism and limited dependency.
GPGPU supports hundreds of threads executing in
parallel. However, due to the distinctive architecture,
it remains a fundamental challenge in parallel comput-
ing to e ciently map algorithms onto the GPGPU. For
many applications, GPGPU works as an accelerator
for a CPU. Thus, the e ciency of the collaboration
between the CPU and GPGPU must be considered.

Our contributions in this paper include: (a) We
propose a parallel exact inference method on a CPU-
GPGPU heterogeneous system. To the best of our
knowledge, this is the rst solution on such systems.
(b) We design a scheduler to dynamically merge small
cliques or split large cliques so as to maximize the us-
age of processing units on GPGPU. (c) We propose a
conict free organization for potential tables and an
e cient data layout for coalescing memory access. (d)
We develop a double bu ering based data transfer be-
tween CPU and GPGPU to overlap clique processing
with the data transferring and scheduling.

The rest of the paper is organized as follows: In Sec-
tion 2, we review the background. Section 3 discusses



related work. Section 4 presents the exact inference al-
gorithm for CPU-GPGPU heterogeneous systems. We
illustrate experimental results in Section 5 and address
future research directions in Section 6.

2. BACKGROUND
2.1 Exact Inference

A Bayesian network is a probabilistic graphical
model that exploits conditional independence to repre-
sent compactly a joint distribution. Figure 1 (a) shows
a sample Bayesian network, where each node repre-
sents a random variable. Each edge indicates the prob-
abilistic dependence relationships between two random
variables. Notice that these edges camot form di-
rected cycles. Thus, the structure of a Bayesian net-
work is a directed acyclic graph (DAG). The evidence
in a Bayesian network is the variables that have been
instantiated.

Traditional exact inference using Bayes' theorem
fails for networks with undirected cycles [5]. Most in-
ference methods for networks with undirected cycles
convert a network to a cycle-free hypergraph called a
junction tree. We illustrate a junction tree converted
from the Bayesian network in Fig. 1, where all undi-
rected cycles in are eliminated. Each vertex in Fig. 1(b)
contains multiple random variables from the Bayesian
network. For the sake of exploring evidence propaga-
tion in a junction tree, we use the following notations.
A junction tree is de ned as J = ( T;P), where T rep-
resents a tree and® denotes the parameter of the tree.
Each vertex G, known as a clique of J, is a set of ran-
dom variables. AssumingG and G are adjacent, the
separator between them is de ned asG \C;. Pis a set
of potential tables The potential table of G, denoted

¢ » can be viewed as the joint distribution of the ran-
dom variables inG. For a clique with w variables, each
having r states, the number of entries inG is r%.
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Figure 1. (a) A sample Bayesian network and
(b) corresponding junction tree.

In a junction tree, exact inference proceeds as fol-
lows: Assuming evidence is E =fA; = agand A; 2 Cy,
E is absorbedat G, by instantiating the variable A
and renormalizing the remaining variables of the clique.
The evidence is then propagated fromG, to all adja-
cent cliquesGc. Let  denote the potential table
of G, after E is absorbed, and x the potential table
of G¢. Mathematically, evidence propagation is repre-
sented as [5]:

s = Yo X = x —= (1)
YnS

where S is a separator between cligueX and Y; s
( s ) denotes the original (updated) potential table
of S; « is the updated potential table of G;. The
computations among cliques tables in Eq.(1) are called
node level primitives including potential table multi-
plication, division, extension and marginalization [14].
We update a junction tree using the above evidence
propagation in two stages, i.e.,evidence collectionand
evidence distribution In evidence collection, evidence
propagates from the leaves to the root, where each
cligue Cupdates ¢ using the separaters betweel€ and
its children. Then, C updates the separator betweerC
and its parent using the updated potential table .
Evidence distribution is as the same as collection, ex-
cept the evidece propagation direction is from the root
to the leaves.

2.2 CPU-GPGPU Heterogeneous Com-
puting

CPU-GPGPU heterogeneous computing has re-
cently attracted attention. GPGPUs provide massive
parallel processing power cooperating with CPU. CPU,
as the host for the GPGPU device organizes and in-
vokes GPGPU kernel function(s). The communica-
tion between the CPU and the GPGPU is conducted
via PCI-Express bus. NVIDIA Geforce GTX260 con-
sists of a scalable number of streaming multiproces-
sors (SMs), each comprising eight streaming processor
(SP) cores and 16 KB shared memory. In GTX260,
up to 768 hardware threads are supported by each
SM and 147456 threads are supported on the entire
GPGPU. A bunch of threads(32 in GTX260), named
Warp is scheduled concurrently. This massive thread
level parallelism achieves 715 GFlop/s, which is much
higher peak performance than that of any other mul-
ticore CPUs [8]. NVIDIA GPGPU provides a large,
but slow o -chip global memory that can be accessed
by all GPGPU thread blocks and the CPU, while pro-
viding small but fast on-chip shared memories that are



individually shared among threads in the same thread
block.

3. RELATED WORK

There are several works on parallel exact infer-
ence, such as Pennock [10], Kozlov and Singh [4] and
Szolovits. However, some of these methods, such as [4],
are developed for a class of Bayesian networks, such
as Polytrees. Our proposed method can be used for
arbitrary Bayesian networks. The execution time of
some other methods, such as [10], is proportional to the
number of cliques with evidence variables. The perfor-
mance of our method does not depend on the number
of evidence cliques. In [14], the node level primitives
are parallelized using message passing on distributed
memory platforms. The optimization proposed in [14]
is not applicable in this paper, since the multicore plat-
forms have shared memory. However, the idea of par-
allelization of node level primitives is adapted by our
scheduler to partition large tasks. A centralized sched-
uler for exact inference is introduced in [15] for Cell
BE. The programming model for Cell BE is di erent
from GPGPU.

During the past few years, several studies have been
conducted on CPU-GPGPU heterogeneous computing.
[2] proposed a software system for the path-traced ren-
dering, which consists of a scheduler and a resource
manager, which is managed by CPU, and a computa-
tion block executed by GPGPU. [13] showed a CPU-
GPGPU hybrid computing method for dense linear al-
gebra. They assigned short, sequential work to CPU
and long, parallelizable work to GPGPU. However, to
the best of our knowledge, there is no study on exact
inference on CPU-GPGPU heterogenesou systems.

4. EXACT INFERENCE ON CPU-
GPGPU HETEROGENEOUS SYS-
TEM

4.1 System Overview

To parallelize the exact inference in the CPU-
GPGPU heterogenous computing environment, the
role of CPU and GPGPU must be decided. While
GPGPU provides massive parallel processing power, it
cannot derive satis able performance without CPU's
assistance for data and thread block organization.
Thus, we use CPU as a scheduler to assign cliques to
the GPGPU according to the GPGPU's architectural
constraints and the dependencies among cliques in the
junction tree. The GPGPU will be in charge of pro-
cessing the given cliques.

Fig. 2 shows the organization of our system.Clique
Collector traverses a junction tree and collects cliques
to be processed in a kernel function. Kernel Invoca-
tor allocates a certain amount of global memory of
GPGPU to copy the collected cliques. After copying
the input data to GPGPU, Kernel Invocator calls a
kernel function. As illustrated in Fig. 2, the data is
transferred between CPU and GPGPU asynchronously.
Hence, while GPGPU is executing the kernel function,
the Clique Collector can collect cliques to be assigned
to the next kernel function. When a kernel function
nishes, Kernel result data Receiver passes the results
received from GPGPU to Junction Tree Updater and
noti es Kernel Invocator that GPGPU is now available
to do another work. Junction Tree Updater copies the
output data to the junction tree.

4.2 Dynamic Cliqgue Scheduling
4.2.1 Scheduling Policies

For an e cient scheduling algorithm of exact inference
on CPU-GPGPU heterogeneous system, we confront
several design issues How many cliques should be is-
sued in a kernel? How many threads can be assigned
for each clique? What is the best junction tree traversal
algorithm in this computing environment? and nally,
How to deal with variation in the clique sizes? Due
to GPGPU's hierarchical programming structure and
hardware resource limitation, these issues can a ect the
overall performance signi cantly.

Number of cliques per kernel Although it is
straightforward to have each kernel function call pro-
cess a single clique in the input junction tree, most
current GPGPUs do not allow multiple kernel func-
tions running in parallel. Even the newest GPGPU,
Fermi [9] has very limited support to multiple kernel
function calls. Furthermore, as the communication be-
tween GPGPU and CPU is conducted via o -chip PCI-
express bus, the overhead due to frequent kernel func-
tion calls can be signi cant. Hence, Clique Collector
assigns as many cliques as possible to every single ker-
nel function call.
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Figure 2. The system organization for exact inference proce

ciently, the optimum number of threads and blocks for

a clique should be determined. There are two possible
strategies: 1) using as many threads as possible for each
clique to minimize the execution time of each clique and
2) using as less threads as possible for each clique to
maximize the number of cliques being processed con-
currently. For the rst strategy, as the kernel functions
should be called more frequently, it would be e ective
only when the speedup of processing each clique sur-
passes the overhead of the kernel invocations. For the
second strategy, the limited amount of shared memory
and the dependencies among cliques can be the bot-
tlenecks. Hence, it would be e cient when each clique
utilizes the shared memory e ciently and the number

of children of each clique is large enough.

Empirically, we observed that the performance de-
grades as the number of thread blocks assigned to a
clique increases, or the number of threads assigned to
a single thread block increases (see Figs. 8 and 9 for
details). Hence, Clique Collector assigns a small thread
block (96 threads per block) to each clique.

As in this strategy the amount of shared memory
is limited for each thread block, the kernel function is
designed to run multiple iterations as shown in Fig. 3.
Each iteration is composed of three steps: fetch data
from the global memory to the shared memory; per-
form exact inference using the fetched data; and store
the results back to the global memory.
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Figure 4. The number of kernel function calls
in Breadth- rst and Depth- rst search based
cligue collection
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among cliques in the junction tree limits the number
of cliques that can be assigned to a kernel function.
Breadth- rst search is used in exploring the junction
tree. Although depth- rst search can also be consid-
ered to explore all the cliques in the junction tree, the
number of cliques that can be assigned to a kernel at a
certain moment is limited by the number of children of
the clique. For example, in Fig. 4, only two leaf nodes
are assigned to the rst kernel call even though there
are two more leaf nodes having no dependency issues in
the depth- rst search. On the other hand, in breadth-
rst search, all the leaf nodes can be processed con-
currently if enough hardware resources are available.
Even though only three cliques can be loaded to the
GPGPU at once, as shown in the third tree, one kernel
invocation is saved compared to the depth- rst search.
Note that even a single kernel invocation overhead is
not negligible.
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Figure 5. (a) Merge and (b) Split operations.

Impact of variation in clique size: When cliques
have dierent potential table size, the policy, single
cligue per thread blockmay cause performance degra-
dation. If multiple cliques having di erent potential
table size are assigned to a kernel, the execution time
of the kernel would be decided by the processing time
of the largest clique. Hence, for the cliques larger than
at least twice the average clique size, multiple thread
blocks are assigned to balance the execution time. For



the cliques smaller than the half of the average clique
size, we assigned more than one such clique onto a sin-
gle thread block if there are another small cliques that
can be assigned to the current kernel.

However, in these cases, the updated separator po-
tential tables returned by each thread block are not
complete and cannot be simply used by other cliques.
As shown in Fig. 5, the results of each thread block
of a large clique should be merged and the results of
the thread block of combined small cliques should be
split into number of small cliques. As such merging and
splitting operations are conducted by the Junction Tree
Updater, which can be executed simultaneously with
the other operational modules in CPU, the overhead
is negligible. Note that, as merging and splitting are
required only for large or small cliques, respectively, at
the CPU side, it would not lengthen the execution time
of kernel functions.

4.2.2 Scheduling Algorithm

Our four scheduling policies are : 1) assign as many
cligues per kernel as long as there is no dependency
among the cliques and the hardware resource(shared
memory and thread count) allows, 2) collect cliques
from junction trees in breadth- rst search order, 3) as-
sign single clique per thread block, each thread block
consisting of xed number of threads, and 4) assign
multiple/combined thread blocks only for the cliques
having potential table much larger/smaller than that

of other cliques in the same kernel.

Algorithm 1 illustrates the clique scheduling ow
of Clique Collector in the Evidence Collection phase.
Clique Collector generates a list of clique idsl by
traversing a given junction tree J. The generated |
is given to the Kernel Invocator to assign the cliques
to a kernel function. The clique collecting stops when
any of the current clique's children has not been pro-
cessed or when there is no remaining shared mem-
ory to assign. FLAG is a variable indicating whether
the corresponding clique has been processed. It is
set to COL_DONE by Kernel Invocator after a ker-
nel function is invoked. MAX _SH_MEM is the total
amount of shared memory of GPGPU and the Quota

of shared memory per thread block is calculated as
MAX _SH _MEM
#SM Max _Threads _per _-SM=# Threads _per _blk *

4.3 Data Layout

4.3.1 Input Data Layout For Coalescing Mem-

ory Access

As thread blocks fetch their input data from global
memory to shared memory at every memory access
round shown in Fig. 3, the memory access pattern to

Algorithm 1

Clique Collector

Require:
Avg Clique Size AvgP OT Size

Junction tree J, Total Clique Count CC,

Ensure: An array of Clique ID |

1

8:

9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

21:
22:
23:
24:

25:
26:
27:
28:
29:

30:
31:
32:
33:
34:
35:
36:
37:
38:

Noa~AwN

Evidence Collection

fexit =false

CurClgiD =0

Current = CurClglD th Clique of J
while feyit =false do

SharedMem = 0, ThreadBlk =0

while Stop = 0 & SharedMem <
MAX _SH_MEM do
if CurClglD == CC-1then
fexit =true ; Break;
end if

for all C is Child of Current do

if C's FLAG != COL_DONE then
Stop = 1; Continue;
end if
end for
end while

Handling Large and Small Cliques
Degree= Current's POT_Size/ AvgPotSize
if Degree >=1 then
SharedMem += Quota of shared memory for
a thread block * Degree
Insert CurClglD to Degree entries in |
else
if SmallClgSet = ; then
SharedMem += Quota of shared memory
for a thread block
Insert Current to SmallClgSet
Insert CurClqglD to |
else
for all S in SmallClgSet do
if S's POTSize + Current's
P OT _Size >= AvgPotSize then
Remove S from SmallClgSet
Break;
end if
Attach Current to the entry of Siin |
end for
end if
end if
CurClglD = CurClgID -1
Return | to Kernel Invocator

39: end while




global memory a ects overall performance. Many stud-
ies showed that coalesced memory access derives much
lower latency than the un-coalesced memory access [3].
To let each Warp access coalesced memory address, we
pack the input data for each thread block and place

it to a contiguous memory address. As Fig. 6 shows,
each clique data is stored in contiguous memory and
the data of each thread block is consecutively placed
in the global memory. Then, each thread block gures
out it's starting address by index calculation and the
threads in the same Warp access memory consecutively.
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Figure 6. Memory layout

4.3.2 Conict Free Potential Table Organiza-
tion

Once the input data is fetched from global memory
to shared memory, the computations are started using
the shared memory. As a shared memory of NVIDIA
GPGPU consists of 16 banks, bank conict occurs if
multiple threads in the same Warp try to access the
same bank. To avoid bank conicts, we assign data
to threads in column-major order. As the threads in
the same Warp never access the same bank with the
column-major potential table, the bank con ict prob-
lem can be solved without any further index calcula-
tions.

4.3.3 Mapping Vector

To absolve the updated evidence from children cliques,
each clique has to be aware of which variables are
shared with it. [15] proposed a mapping vector to
represent the mapping relation between a cligue and
its children. However, as GPGPU provides very lim-
ited amount of shared memory and the conditional
branch overhead is not small in GPGPU, the conven-
tional mapping vector is not a feasible solution. To
minimize the mapping vector size and the loop count
for traversing the vector, we designed a new mapping
vector.

As shown in Fig. 7, a mapping vector, denotedM ,
has as many entries as the variables, expressed Ws,

Clique POT
ABCDEFGHIJ

0000000000

0000000001 Separator FOT
0000000010 [F-s-mmeee D

U | > 00
0000111111 en e » 01
0001000000 " Offset: "1 .-~ 10
0001000001 || _--==""" " 11|
0001111111 " 2| Vapping
0010000000 B offset : 21+6.1 =l
. D is 6t variable of clique

Cis 1 index ahead from D
Figure 7. Mapping vector

in a separator potential table. M [0] denotes the o set
of the last variable of the separator. M [i], when i is
greater than 0, represents the o set di erence between
ith variable and i  1th variable. By using this map-
ping vector, the thread being in charge of theith entry
of separator tattlf can nd its next data to process
at the oset of ~ rMI I 1 in the clique potential
table, where, r is the number of states that a variable
can have. As shown in Fig. 7, the number of intermedi-
ate entries between any two o sets pointed by adjacent
entries of mapping vector is the same ad/ [0]. This ob-
servation allows rM [ jterations of a loop be unrolled.

4.4 Optimizations on GPGPU
4.4.1 Block Size Determination

Before invoking a kernel function, two questions should
be resolved:How many threads should be in the thread
block? How many blocks should be assigned for a
cligue? Many studies have focused on empirical so-
lutions [6] [1]. To gure out the most e ective thread
block size and the number of blocks for a clique, we
conducted some experiments by varying the block size
and the grid(the number of blocks per kernel) size.
As Fig. 8 (a) shows that regardless of the number of
variables(W.) and the number of cliquesN) in a junc-
tion tree, the performance degrades when more blocks
are assigned to the same clique. (b) shows the total
number of kernel function invocations as the number
of blocks per clique increases whellV; is 20 andN is
64. Dependenciesand H/W Resource Limitation de-
note the number of kernel invocations caused by depen-
dencies among cliques and the lack of shared memory,
respectively. As more blocks are assigned per clique,
the limited hardware resources such as shared memory
size and the practical thread count causes more ker-
nel function calls, which degrades the average number
of cliques processed in a kernel. Consequently, we as-
signed one block per clique.
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Figure 9. The execution time increases as
more threads are assigned to a thread block.

Fig. 9 shows the impact of thread block size when
the baseline con guration is W.=15, N=128, r=2,
Ws=2, d=2, where r is the number of states that a
variable can have,Ws is the maximum number of vari-
ables in a separator potential table,d is the number of
children of a clique, and B is the number of threads
in a block. The graph shows that the execution time

increases when more threads are assigned to a block.

As 96 threads per block derived the best performance,
we con gured all thread blocks to have 96 threads.

4.4.2 Asynchronous Data Transfer

In CPU-GPGPU heterogeneous computing environ-
ment, all input and output data should be transferred
via some memory interface. In the NVIDIA GPGPU,
PCI express bus is used. Even though PCI express bus

itself has powerful performance, it is not a negligible
overhead to explicitly allocate memory and copy all the
data at every kernel function call. In the synchronous
data transfer mode, CPU should wait until the data
transfer is completed before doing other work. To re-
solve this issue, CUDA provides asynchronous mem-
ory copy API, cudaMemcpyAsync cudaMemcpyAsync
supports asynchronous data copy function between the
pinned memory area in CPU side and the GPGPU
memory. Using the asynchronous memory copy, we let
the Clique Collector nd next cliques while the results
of current kernel function is being transferred from
GPGPU to CPU. As the pinned memory area should
be reused at every kernel function call, we allocated
two separate input and output bu er to allow Kernel
Invocator copy the next input data to the pinned mem-
ory area(input bu er) without waiting for the output
data is completely transferred to another pinned mem-
ory(output bu er). In the mean time, storing the out-
put data back to the junction tree is conducted by an-
other software thread in CPU such that the time for
copying data between pinned memory and the junction
tree is entirely overlapped with the scheduling time.

5. EXPERIMENTS

For evaluating our approach, NVIDIA Geforce
GTX260 graphics card and Intel Core i7-920 Proces-
sor were used. Salient features of GTX260 and i7-920
are shown in Table 1. We used both synthetic and real
datasets to validate the proposed method. The param-
eters are given in Table 1. The thread block size was
set empirically to be 96 as such block size leads to the
best performance in our experiments.

Table 1. Experimental Environment
] NVIDIA Geforce GTX260 \
# of Processing Cores 192 SPs(24 SMs)
Processor Clock 1.242 GHz
Total Dedicated Memory | 1.8 GB GDDR3
Memory Interface 448 bit GDDR3
Memory Bandwidth 111.9 GB/sec peak
] Intel Core i7-920 \

# of Cores 4

Processor Clock| 2.66 GHz

Cache 64 KB L1, 1MBL2 8MBL3
Memory 9 GB DDR3

5.1 Scalability of Exact Inference

To evaluate the scalability of the proposed exact in-
ference, we measured the execution time with respect



to various number of thread blocks from 1 to 128. The
four major parameters of exact inference, the width
of cligue POT W, the number of states of each vari-
able r, the width of separator POT Ws, and the num-
ber of children of each cliqued, were varied for each
thread block con guration so as to examine the im-
pact of these factors. Among the results, the impact of
W, on the performance is shown in Fig. 10. The exe-
cution times increase proportionally to the number of
variables in a clique, while the children count does not
have any impact on the performance. The execution
times taper o when the thread block count is greater
than 24(the number of SM of GTX260) because each
thread block should run more iterations of global mem-
ory access due to the lack of shared memory available
to each block. Fig. 11 shows the execution time of
junction trees having various number of cliques.

@

(b)

Figure 10. Scalability with respect to various
parameters : (a) the number of variables in a
clique and (b) the maximum number of chil-
dren

We evaluated the scalability by using a real applica-
tion. The Bayesian network is called the Quick Medical
Reference-decision theoretic (QMR-DT) version, which
is used in a microcomputer-based decision support tool
for diagnosis in internal medicine [7]. There were 1,000
nodes in this network. These nodes formed two lay-
ers, one representing diseases and the other symptoms.
Each disease has one or more edges pointing to the
corresponding symptoms. All random variables were
binary. We converted the Bayesian network to a junc-
tion tree o ine and then performed exact inference in

Figure 11. Execution time of junction trees
comprising of various number of cliques

the resulting junction tree. The resulting junction tree
consists of 114 cliques while the average clique width
is 10. As shown in Fig. 12, our method scaled well and
the execution time is much faster than the implemen-
tation on the AMD Opteron multicore system.

Figure 12. Exact inference on QMR-DT net-
work

5.2 Execution Time Analysis and the Im-
pact of Asynchronous Data Copy

To reduce the data copy overhead between CPU and
GPGPU, we used asynchronous data transfer mech-
anism provided by CUDA, where the CPU collects
cligues to be assigned to the next kernel call without
waiting for the completion of the current kernel ex-
ecution on the GPGPU. This leads to 17% speedup
compared with the scenario where synchronous data

transfer is used. )
Fig. 13 shows the performance comparison between

synchronous and asynchronous data copy and the con-
tribution of major functions to the total execution
time. The scheduleris the execution time of Clique
Collector and the kernel invocation preparation is the
time for copying input data to the pinned memory and
allocating GPGPU memory. For asynchronous data
copy, the data transfer time is only 16% that of syn-
chronous data copy because rest of the time is over-
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Figure 13. Execution time comparison be-
tween synchronous and asynchronous data

copy

lapped with the CPU side processing time. In both
cases, the kernel execution time is dominant in the to-
tal execution time. CPU spends most of the time on
copying data to the pinned memory area and allocating
GPGPU global memory, and the scheduling time is al-
most negligible. Hence, we claim that the coordinating
overhead in CPU side is almost zero.

5.3 Performance Comparison with Multi-
core CPUs

Fig. 14(a) shows the total execution time compar-
ison among GTX260 and three state-of-the-art mul-
ticore CPUs where the same junction tree is used:
two homogeneous multicore CPUs(Quad-Core AMD
Opteron 2350 and Quad-Core Intel Xeon 5335) and a
heterogeneous multicore CPU(IBM Cell BE). For the
homogeneous multicore CPUs, as many pthreads as
the number of processing units were created and each

of them was assigned to one of the processor cores.

The massive thread level parallelism allows GTX260
to achieve almost 30 speedup compared with the ho-
mogeneous multicore CPUs and 2 speedup compared
with the heterogeneous multicore CPU.

Fig. 14(b) shows the sustained performance compar-
ison of kernel functions(excluding scheduling latency)
among GTX260 and several state-of-the-art multicore
CPUs. The massive thread level parallelism allows
GTX260 to achieve almost 75 better performance.

@
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Figure 14. Performance comparison among
NVIDIA GTX 260 and other multicore CPUs :
(a) Total execution time and (b) GFLOPS of
Kernel functions

5.4 Discussions on Sustained Performance

The theoretical peak performance of a GPGPU
can be calculated as processing core clock
# SPs per SM  # SMs. However, as NVIDIA GPG-
PUs support special instruction called MULADD , in
which, an add operation following a multiplication
is processed with the precedingmultiplication simul-
taneously. Also, recently, NVIDIA added one more
multiplication following MULADD to be processed
concurrently. Hence, the reported peak performances
of NVIDIA GPGPUs are three times that of when
single operation is issued per cycle. Leveraging this
multi-operation instruction, several studies such as [6]
showed sustained performance greater than the the-
oretical performance of when such instruction is not
used. However, not all applications can take advan-
tage of such instructions. For example, in exact infer-
ence, due to the dependencies among node level prim-
itives [14], it is impossible to use theMULADD in-
struction. Even though similar tuning techniques are
applied, the actual sustained performances can vary
according to the target algorithm. Hence, we claim
that our result (over 70% of theoretical peak perfor-
mance of when single operation is issued per cycle)is
quite comparable to the other recent studies(i.e. [6]
achieved 41% of theoretical peak performance of when
multi-operation instruction is used).



6. Conclusion

In this paper, we designed CPU-GPGPU heteroge-
neous exact inference processing methods. We explored
several challenging factors in processing exact inference
in this computing environment, such as limited hard-
ware resources, single kernel allowance restriction, de-
pendencies among cliques in junction trees. To assign
as many cliques as possible to a single kernel function,
we traversed the junction tree by using breadth- rst
search. The cliques having no dependency issue and
satisfy the hardware resource constraint of GPGPU
were actually assigned to the kernel function. To re-
duce the memory access overhead, we proposed con-
tiguous input data layout and the con ict free poten-
tial table organization. The data transfer time between
CPU and GPGPU is reduced by using asynchronous
data transfer mechanism, which also let the scheduler
in CPU side work while GPGPU is processing cliques.
Extensive experiments showed our design is well scaled
in the GPGPU's massive processing environment. Ad-
ditionally, we showed that GPU outperforms state-of-
the-art multicore CPUs.
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